
Reading:  Lawler Ch. 1

All homework 1 has been graded; pick up during office hours.

For irreducible Markov chains, they have a unique stationary 
distribution, and using the ideas from previous lectures (law of 
large numbers of Markov chains), all long-time properties can 
essentially be calculated in terms of the stationary distribution.

But for reducible Markov chains, the stationary distribution may 
not be unique and there are other questions that one can ask (and 
answer).

Trivial cases are reducible Markov chains where the communication 
classes are all mutually inaccessible.

Such Markov chains can be analyzed by simply separately 
considering each communication class as its own 
irreducible Markov chain.   If the initial probability 
distribution is distributed across communication classes, 
then one can use law of total probability, partitioning on 
which communication class the Markov chain starts in.  

More interesting cases are those where the 
communication classes are accessible (via one-way links) 
from each other.  (connected but not strongly connected 
graphs)
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Severity of an epidemic or disease•
Financial prosperity of a startup company•
Biochemical reactions•
Ecosystems:  movement and predation•

Prototypical applications where these kinds of Markov 
chains might arise:

To address questions relevant to these applications, we need to introduce some 
concepts and notation.

We will first distinguish between transient and recurrent communication classes.

A state j of the a Markov chain is said to be recurrent 
provided that if the Markov chain starts in state j, then it 
will return to state j with probability 1:

By using the standard coin-flipping argument, any closed communication 
class with a finite number of states is recurrent.  Closed means that no 
other communication class is accessible from the communication class 
under consideration.

A state that is not recurrent is called transient.
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A state that is not recurrent is called transient.

Recurrence/transience are class properties; they are 
same for all states in a class.  

Moreover, if a state is recurrent, then in fact it is visited 
infinitely often (with probability one) if the Markov chain 
starts in any state within its communication class.

For finite-state Markov chains, determining recurrence or 
transience simply amounts to checking whether the 
communication classes are closed or not.  Closed 
communication classes are recurrent, and those that are 
not closed are transient.  For infinite-state Markov 
chains, it's more subtle.  

To do calculations, we will encode the transience and recurrence of classes in 
terms of the canonical decomposition:

The canonical form for the probability transition matrix is 
obtained by reordering (relabeling) the states so the 
probability transition matrix takes the following form:

Furthermore, group the recurrent states by 
communication classes, so that
Will have a block diagonal form. 
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Will have a block diagonal form. 

This canonical decomposition is useful for abstractly describing the behavior of the 
Markov chain, but is not always practical or helpful to use in practical calculations.  

N.b.:  The techniques to be developed here (as well as our results concerning 
stationary distributions) are only applicable to time-homogenous Markov chains.  
Long-time properties of time-inhomogenous Markov chains are much more difficult 
to analyze in general, but can be done for certain special cases like periodic 
modulations.

Starting from a given state, which recurrent class will the Markov chain 
eventually fall into, and with what probability?

1)

Starting from a transient state, if I assign some cost/reward to being in each 
state, then how much cost/reward does the Markov chain accumulate before 
reaching one of the recurrent classes?

2)

There are abstractly two key questions that one wants to ask in connection with 
nontrivially reducible Markov chains:

Answers to these questions can be combined with our techniques involving 
stationary distributions applied to the recurrent classes to answer questions like:
How much cost/reward is accumulated by the Markov chain over an indefinite time 
horizon?

In class we'll only look at expectations of accumulated cost/reward, in which case 
the different contributions from the transient and recurrent classes just add 
because expectations of sums of random variables always add.  There are formulas 
for computing higher order statistics, such as the variance of the accumulated 
cost/reward, but here one has to be very careful because the cost/reward 
accumulated in the transient states is correlated (not independent) of which 
recurrent class one ends up in.

A key random variable in all these calculations involving reducible 
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A key random variable in all these calculations involving reducible 
Markov chains is the first epoch at which the Markov chain reaches a 
recurrent state (or class):

Implicit in our discussion above is the fact that for finite-
state Markov chains, 

We now address the first question:

Absorption probability

What is the probability that the first recurrent state the 
Markov chain visits is state j, given that it started in the 
transient state i.

Once the Markov chain enters a recurrent class, then it 
always remains in that recurrent class, and so if we 
wanted to compute the probability that the Markov 
chain ends up in recurrent class Ck , given that it started 
in transient state i, we could obtain this by:

We will derive a formula for these absorption probabilities by using an 
important technique called first-step analysis.  First-step analysis is a 
means of exploiting the Markov property to set up a recursion based on 

   Stochastic11 Page 5    



means of exploiting the Markov property to set up a recursion based on 
what happens to the Markov chain after its first step.

One starts by applying the law of total probability to insert information 
about where the Markov chain is at the first step, i.e., use a partition 
based on the value of X1.

Should be addressed by cases:

(See Resnick Sec. 2.11 for fully rigorous argument).
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Writing out the law of total probability with these 
substitutions:

Or in matrix form:
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Accumulated cost/reward from transient states:

Suppose we're given a cost/reward function f(i) that describes how much 
cost/reward is accumulated each time the Markov chain visits state i.

As we discussed before, we can handle the accumulated cost/reward once the 
Markov chain reaches a recurrent class using law of large numbers for 
irreducible Markov chains, so all we need to add to this discussion is how much 
cost/reward was accumulated while the Markov chain was in the transient 
states.  

We'll just focus on expectation though similar formulas 
can be developed for variance:
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Here we will conduct a first-step analysis now using the 
law of total expectation in analogy with the law of total 
probability, using a partition based on the value of X1.

We handle the first factor by cases:
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Combine these results:
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Or in matrix form:
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