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Abstract

Spacer oligonucleotide typing (Spoligotyping) and Mycobacterial interspersed repetitive units - vari-

able number of tandem repeats (MIRU-VNTR) typing are two popular genotyping methods to study

Mycobacterium tuberculosis complex (MTBC), the causative agent of tuberculosis. We investigate the

evolution of MTBC from the lens of Spoligotypes and MIRU profiles. A discrete Markov chain model

is built to analyze the mutation profiles of the MIRU. The model provides us a picture of mutations

as well as a prediction of the distribution of MIRU tandem repeat numbers. By comparing the current

distribution with this prediction, results showed that most of the MIRU loci (such as MIRU locus 27)

have already approached its theoretical stationary state in terms of the distribution of its repeat numbers.

However, some loci (such as MIRU locus 26) have not approached this state yet. Moreover, this study

showed that some loci had higher rates of change, and that changes to certain repeat numbers appeared

more often than others at different MIRU loci. Our findings motivate further analyses including more

MIRU-VNTR loci.

Introduction

Tuberculosis (TB) is one of the most common infectious diseases around the global, second only to

HIV/AIDS as the greatest killer worldwide due to a single infectious agent. In 2012, 8.6 million people

felt ill with TB and 1.3 million died from it [24]. TB is caused by various strains of Mycobacteria,

usuallyMycobacterium tuberculosis complex (MTBC). Molecular epidemiology plays an important role in

the tracking and controlling of TB. Studies of the genetic diversity of the MTBC have revealed differences

in the virulence, immunogenicity, and drug-resistance among different strains [2].
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A variety of genotyping techniques are used to discriminate and identify genetically related MTBC

strains. One of the standard methods is restriction-fragment-length polymorphism (RFLP), which ana-

lyzes the distribution of the insertion sequence IS6110 in different strains. However, IS6110 RFLP is slow

and labor-intensive since it requires subculturing the M. tuberculosis isolates for several weeks to obtain

sufficient DNA. Other than RFLP, two DNA fingerprinting methods are routinely used for genotyping

MTBC: Spacer oligonucleotide typing (spoligotyping) and Mycobacterial interspersed repetitive units -

variable number of tandem repeats (MIRU-VNTR) typing. Both of the methods are based on polymerase

chain reaction (PCR), which largely reduces the time and labor. More details on these two methods will

be introduced in next section. Other relevant methods include Single Nucleotide Polymorphism (SNPs)

[9], and Large Sequence Polymorphism (LSP) / Regions of Difference (RD) [10].

Large libraries of isolates genotyped by both MIRU-VNTR typing and spoligotyping provide the

opportunity to analyze potential evolutionary patterns of MTBC. Spoligotypes consist of the presence

or absence of 43 spacers, and are thought to evolve by the loss of these spacers. The clonal evolution

of MTBC means that once spacers are lost, then these spacers would generaly not be regained. Thus

spoligotype could provide evidence of evolutionary direction. Overall phylogenetic structure has been

determined by MIRU and is consistent with that of other biomarkers [23]. The MIRU we study have 12

VNTR loci. The number of repeats are measured for each locus. But individual mutation events where

loci change by addition or loss of one or more repeats are not well understood. Current mathematical

modeling methods for MIRU evolution have estimated the mutation rates using small published data sets

to be around 7× 10−4 to 1.5× 102 per locus per year [15]. These models assume that each locus evolves

according to statistically identical rules and that the mutation rate of each locus is either constant or

proportional to the repeat number. Thus, we examine if our study is consistent with mutation rates being

proportional to repeat number. Other packages such as Eburst can be used to find founding putative

genotypes [8] based on MIRU. Eburst assumes all changes at each locus are equally likely.

In this study, we exploit a massive database of MTBC shared types characterized by both spoligotype

and MIRU in order to examine how MIRU loci evolve. Our strategy is to use spoligotypes to determine

evolutionary direction of potential evolutionary events. We look for isolate pairs with that have lost

exactly one spacer and that have changed in zero or one MIRU locus. We examine a joint data set of

14,453 isolates gathered from United States Centers for Disease Control [16] and from SITVIT database at

Institut Pasteur de la Guadeloupe [6], to determine 41,604 of these potential pairs. Then we performed

two separate analyses of the results. The first analysis examines the frequency distribution of repeat

numbers across all loci, and how the mutation rate at a locus depends on its repeat number. The second

analysis examines the frequency distribution of repeat numbers within a given locus, and how mutation
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rates differ from locus to locus. In the second analysis the mutations in the repeat numbers of different

MIRU loci are analyzed using the framework of discrete time Markov Chains. The theoretical stationary

distribution of the repeat numbers computed based on the Markov Chain model are compared with the

sample distribution to give an idea of the future variability to be expected in MIRU evolution by locus.

Methods

Background

To infer MIRU evolution tendencies, we analyzed a collection of 14,453 isolates geneotyped by spolig-

otype and MIRU provided by the United States Centers for Disease Control from a collection of TB

isolates from the United States ranging from 2004 to 2007 [16] and by Institut Pasteur de la Guadeloupe

from the SITVITWEB collection [6]. The data set contains major MTBC lineages: Euro-American, East-

Asian, East-Africa-India, Indo-Oceanic, Mycobacterium bovis, Mycobacterium Canetti and Mycobacterium

africanum as determined by LSP/RD [10] and by CBN on the TB-Lineage website [1, 17].

Spoligotyping. is a PCR-based reverse hybridization technique that exploits polymorphism in the direct-

repeat (DR) region to distinguish between strains. The DR region contains 36-bp repeats which are

separated by up to 43 non-repetitive 31-41 bp length sequences called spacers. Strains differ in terms

of the presence and absence of specific spacers. The spoligotype of a strain is represented as a 43-bit

long binary string, with a 0 representing absence and 1 representing presence of a spacer. A key fact

about the mutation of spoligotypes is that once a spacer is lost, it is extremely unlikely to be regained.

It is hypothesized that spoligotypes evolve by deletion of a single or multiple contiguous spacers, whereas

insertion is very unlikely [7, 22].

MIRU-VNTR. typing is a variable number of tandem repeat (VNTR) analysis bacterial typing scheme

based on different classes of interspersed genetic elements named mycobacterial interspersed repetitive

units (MIRUs). MIRU is a 46-100 bp DNA sequence dispersed within the intergenic regions of the MTBC

genome as tandem repeats. MIRU-VNTR typing is based on the number of repeats observed at certain

identified polymorphic loci. The degree of discrimination between strains depends on the number of loci

used [20]. A system of twelve loci (MIRU loci 2, 4, 10, 16, 20, 23, 24, 26, 27, 31, 39, 40) is a historic

standard and has been integrated in TB control systems on a national scale[20]. Currently the standard

has been expanded to 24 loci but 24 loci data was not available for this analysis.

MIRU results are reported as 12-character designations, each character corresponding to the number

of repeats at one of 12 MIRU loci in the order listed previously. Each MIRU locus in the data set has from

0 to 13 repeats. We call these the repeat numbers. We use the convention of representing the number of
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repeats from 0 to 9 and using letters for numbers greater than 10, {0, 1, 2, ..., 9, a, b, c, d}. The exception

is MIRU locus 4, which contains a variable number of 77-bp (base-pair) repeated units followed possibly

by an invariable number of 53-bp units. In some isolates, the 53-bp units will be deleted. In order to

differentiate the two cases, letters z to r are used to represent repeat number 1 to 9 for the repeats with

the 53-bp units deleted respectively, e.g.,‘z’ is used for 1 repeat without the 53 - bp units, ‘y’ for 2, ‘x’

for 3 and so forth [5]. There are total of 9 possible extra values represented by letters ‘z’ through ‘r’.

Thus, an example of a MIRU profile could be: 2x22323a2345; recall that locus 4 is the second in the list

of the 12 loci considered in MIRU-VNTR typing. MIRU-VNTR typing has higher discriminatory power

than spoligotypes, therefore especially when used in conjunction with spoligotypes, MIRU-VNTR typing

provides a powerful method for identification of TB strains.

We propose a model to utilize the information from both MIRU-VNTR typing and spoligotyping to

infer MIRU mutations. Each MTBC isolate is genotyped by spoligotye by 43 binary digits capturing the

absence and presence of spacers and one 12 loci MIRU profile, which is a 12 digit character string. We

consider all possible pairs of isolates consisting of a parent and child isolate which satisfy the following

two rules.

As discussed above, given a mutation happened, the DR region of MTBC is likely to lose a spacer,

while gaining one is nearly impossible. This means only mutations from 1 to 0 are possible among

spoligotypes. This fact is used to discover the mutational directions among different MTBC isolates. A

mutation between two isolates is defined when the following two rules are satisfied.

Rule 1. The parent isolate and child isolate have 42 identical spacers and one spacer that is lost, i.e.

the parent has a 1 for that spacer and the child has a 0 in the changed position of the shared spoligotype.

Rule 2. The parent and child have 11 identical MIRU locus alleles and on one locus changes by at least

one repeat number. The evolutionary direction is inferred to be from the parent to the child as determined

by the spoligotype rule (Rule 1).

Figure 1 shows an example of one incidence of the mutation.

Results

Based on the two rules we defined, Rules (1) and (2), a total of 41,604 parent-child pairs was found

in the collection of 14,453 isolates from the United States Centers for Disease Control [16] and by Institut

Pasteur de la Guadeloupe from the SITVITWEB collection [6].
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Figure 1. An example of one mutation, where the 39th spoligotype’s spacer (in circle) goes from 1 to 0 and the 9th

MIRU locus (i.e. MIRU 27) goes from 3 to 4 (in circle). Note that we only allow one change in both numbers.

Analysis by Repeat Number. The distribution of total appearances of the repeat numbers in our data set

is shown in Figure 2. Repeat number 1-7 appear most frequently. These 7 numbers take 99.27% of the

total numbers. The mode is 2, which makes 35.89% of the total number of appearances.

Figure 2. The distribution of the appearance of repeat numbers in the data. Repeat 1- 7 are the most frequent ones,

while 2 is the mode. Repeat numbers 1-7 together make 99.27% of the total appearances, while 2 makes 35.89%.

Figure 3 (top) shows the distribution of the repeat numbers observed in the parents. The majority of

the repeat numbers are from 1,2,3,4,5,6,7 with the mode at 2. The distribution of the appearance of the

repeat numbers in the parents closely corresponds to the distributions of repeat numbers observed in the
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Figure 3. The top plot shows the distribution of the repeat number across all loci in the parents. The bottom plot shows

the frequency with which a given repeat number changes value from parent to child.

entire data set since only one locus changes from parent to child per mutation event and all loci of the

parent are counted.

The distribution of repeat numbers of parent alleles at the loci that are inferred to mutate is quite

different. Figure 3 (bottom) examines the probability that a repeat number changes from parent to child

in one of the inferred mutation events. Repeat numbers 1 through 6 are observed to mutate less than 17%

of the time. Repeat number 7 changes 35.19%, repeat ‘a’ changes 40% and 0,8,9,b,c,d all have changing

percentage higher than 74%. This corresponds to the prior studies that observed that MIRU evolutionary

models that increased the probability of mutation with the parent repeat number better explained the

data [15].

We also observed that in a mutation, the distribution of the child’s repeat number depends on the

parent’s. Figure 4 shows the distribution of the child’s repeat numbers for each of the possible parent
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Figure 4. For each repeat number in the parents (labelled at the top of each plot), the distribution of the child’s repeat

number, given it changes in a mutation. The mutations from 0-‘d’ to ‘z’-‘r’ are rare (around 1%) and not shown in the

figure.

repeat numbers given that a change occurs. We exclude the mutations when the repeat number from 0-d

changes to ’z’-’r’, since these cases are rare: given the repeat number changes, 1.22% of 0 and 1.11% of

9 change to ’z’-’r’, while others have a chance less than 1%.

For repeat numbers 1,2,3,4,5 and 6, the most frequent change is +1/-1, i.e. 3 changes to 2 or 4.

Repeat numbers 0 - 3 are more likely to increase than decrease, while 4 and greater tends to decrease

more. The probability to increase for repeat numbers 3,4 and 5 are: 3: 54.85%, 4: 38.80%, 5: 26.63%.

Analysis by Locus. In this section we investigate the difference in inferred MIRU mutations by locus. For

each locus, we estimate the probability that the child isolate will have a change in that locus. As shown
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Figure 5. For each locus, the probability that the child’s repeat numbers are different from the ones of the parent. MIRU

24 is the most stable locus as only 0.58% of repeat numbers change from parent to child. MIRU 40 is the least stable one,

16.7% of repeat numbers change in a mutation.

in figure 5, MIRU 24 seems to be the most stable locus. In a total of 41,604 mutations, only 0.58% of the

repeat numbers at MIRU 24 changed their values. Loci 2, 20, 27 and 39 also have low change probability

(less than 4.7%). Loci 4, 16, 23 and 31 have moderate rates of changes. (between 9.05 and 7.65 percent).

On the other hand, MIRU 10, 26, and 40 have a relatively high probability of changing repeat numbers

(between 12.90 and 16.70 percent).

Further understanding can be gained by examining the distribution of child values at each locus. For

each MIRU locus k under consideration, a matrix is built based on the counts:

M (k) =
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Each entry n
(k)
ij with i 6= j represents the number of times in the data set that a parent had repeat

number i while the child had repeat number j at locus k, and N is the maximum repeat number observed
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Figure 6. The heat maps for the transition probability matrices for 11 of the MIRU loci; locus 4 is shown in a separate

figure. A darker color means higher values. Note that the row number is the originating (parent) state and column

number is the destination (child) state under a mutation.
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Figure 7. The heat map of the transition probability matrix for MIRU locus 4. The lines separate the normal repeated

units (0 - d) and the ones with 53-bp deleted (z - r).

at any MIRU locus in the data set. The diagonals, n
(k)
ii represent the number of times that a repeat

number of i at locus k stays the same during a mutation, that is, that the mutation affected a different

MIRU locus. For example, n
(16)
23 = 130 means that there are 130 cases of repeat number 2 turning into 3

at locus 16. We will refer to M (k) as the transition counts matrix for the MIRU locus k.

Let P̂ (k) be the matrix resulting from normalizing the rows of M (k) with Laplace smoothing [12],

i.e. its entries are defined: p̂
(k)
ij =

n
(k)
ij + 1∑N

j=0 n
(k)
ij +N + 1

. If we view each row of M (k) as a sample of the

multinomial distribution with parameters [p
(k)
i0 , p

(k)
i1 , ..., p

(k)
iN ], p̂

(k)
ij will be an estimation for p

(k)
ij and the

corresponding standard error will be σ̂
(k)
ij , which is defined as follows [3]:

σ̂
(k)
ij =

√√√√ p̂
(k)
ij (1− p̂(k)ij )∑N
j=0 n

(k)
ij +N

(2)

The estimated parameters with statistically insignificant values, meaning p̂
(k)
ij < 2σ̂

(k)
ij , are set to 0. To

illustrate the meaning of these estimated parameters, p̂
(16)
23 = 0.041 means that for MIRU locus 16, given

the current repeat number is 2, there is a 4.1% chance it will turn into 3 in one mutation. The matrix P̂ (k)

is then used as the transition probability matrix to define a discrete-time Markov chain {X(k)
n }n=1,2,...,
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where X
(k)
n models the repeat number at MIRU locus k at the nth generation. That is, the probability

of X
(k)
n+1 = j given X

(k)
n = i is given by p̂

(k)
ij . The details of the Markov chain analysis is presented in the

Appendix.

The heat maps of transition matrices of each locus are shown in Figure 6 for all loci except MIRU 4

which is shown in Figure 7. The heat maps allow one to quickly visually assess differences between loci.

Black indicates probabilities of 1 and white indicates probabilities of 0. The rows are the parent repeat

numbers and the columns are the child repeat numbers. Dark values on the diagonal indicate repeats

that tend to be stay at their current values; entries below the diagonal indicate decreases and entries

above the diagonal indicate increases. Entries one off the diagonal indicate values that change by one.

Entries far from the diagonal indicate large changes.

We offer several observations.

1. The heat maps of MIRU loci 20 and 24 indicate that the observed values and transitions are confined

to 0 to 4 repeats. Based on the inferred distribution, observed repeat values will remain small and

mutations to and observations of large values (greater than 4) should be very rare. Also from our

prior analysis in Figure 4, MIRU loci 20 and 24 are very stable in the sense that they are unlikely

to change, and when they do change they are likely to remain at small numbers of repeats.

2. The heat maps of MIRU loci 4, 10, 23, and 40 show a more complex structure with many off

diagonal probabilities, indicating a large number of mutations of different sizes and directions to

various child repeat numbers.

3. Recall for MIRU locus 4 that states ‘z’ - ‘r’ represent the repetitive units without the 53-bp block.

Our study shows that the mutations from 0 - ‘d’ to ‘z’-‘r’ are rare. For repeats from 0 - ‘d’, the

percentages of mutations to ‘z’-‘r’ are the following, 9: 4.05%, 0: 3.42%, 7: 2.88%, all others have

the percentages less than 1.5%. These results correspond to the heat map shown in Figure 7, in

which the upper right block has only small or zero values. On the other hand, for the parents with

repeat number ‘z’ - ‘r’, they will most likely change to values in 0 - ‘d’. The percentages of values

in ‘z’ - ‘r’ changing to 0 - ‘d’ are the following: ‘x’: 63.85%, ‘y’: 89.48%, ‘z’: 89.62%; all others have

the percentages greater than 90%. This corresponds to the lower left block in Figure 7.

Sticky Values:. Figure 6 shows that certain child repeat numbers occur more frequently from a variety of

values. For example, at locus 27, if a repeat number is going to mutate, it is most likely for it to change to

3 regardless of the parent repeat value. This phenomenon is also observed for one or more repeat values

at other loci. The values which other repeat numbers tend to mutate to are referred as “sticky” values

in this study. We measure the stickiness of each repeat number by summing up the columns of the count
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matrix for each MIRU locus, N (k), while excluding the diagonal entries. The values are then normalized

by sum of all these sums. For example the “stickiness” of each repeat number for MIRU locus 27 will be

computed as the following:

1. Compute the columns sums of N (27) without the diagonal entries: Sumi =
∑
j 6=iN

(27)
ij

2. Normalize the values by
∑N
i=0 Sumi: Stickynessi = Sumi∑N

i=0 Sumi

The results are shown in Figure 8. Defining a “sticky value” to be a repeat number with a relatively

high stickiness, we can say that MIRU loci 2 ,20 and 24 have a sticky value at 2; MIRU loci 16, 27, 31, 40

at 3; MIRU locus 10 at 4; and MIRU locus 26 at 5. Moreover, three loci have two sticky values: MIRU

4(2,5), MIRU 23(5,6), MIRU 39(2,3)

Stationary Distribution. Recall that X
(k)
n is the repeat number at MIRU locus k at the nth generation.

There is a subset of the repeat numbers S, such that for any pair of i, j ∈ S, there exist non-negative

integers a, b such that p(Xn+a = i|Xn = j) > 0 and p(Xn+b = j|Xn = i) > 0. This subset is called a

communication class. We refer the largest communication class as the major communication class of a

MIRU locus.

Let q
(k)
n be the distribution of the repeat number of the major communication class of MIRU locus

k at the nth generation. If we let the Markov Chain evolve according to the transition probability P̂ (k),

q
(k)
n will eventually converge to some distribution π(k), the stationary distribution. A more detailed

introduction about communication classes and stationary distribution is given in the Appendix.

The stationary distribution π(k) of the major communication class of each MIRU locus is computed

as described in equation (9). The stationary distributions (dashed lines) together with the sample dis-

tributions, q
(k)
0 for the major communication class (solid lines) are shown in Figures 9 and 10. Repeat

numbers ‘b’,‘c’ and ‘d’ are not in the major communication class for any locus except MIRU locus 4 and

they are not plotted in Figure 9. Also, repeat numbers ‘r’,‘s’ and‘’t’ are not in the major communication

class of MIRU 4 and they thus are removed in Figure 10. The error in the stationary distribution π(k)

is studied by the Monte Carlo method, discussed in the Appendix. For each MIRU locus, P̃ (k) was

simulated 10000 times and the corresponding stationary distribution, π̃(k) was computed. The standard

deviations of π̃(k)’s entries are smaller than 0.016 for all loci except MIRU locus 24, whose maximum

value is 0.0398, still modest compared to its value (0.3223). The magnitude of the error in estimating

P (k) is small, due to the large values of the transition counts. This Monte Carlo study shows that the

error propagated from P̂ (k) to its stationary distribution π(k) remain modest and our results for π(k) are

statistically significant.
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The distance between the sample and stationary distribution is measured by the Kullback-Leibler

(K-L) divergence, also known as relative entropy [4], which is defined as in equation (16). The values of

the K-L divergence of different loci are sorted in ascending order in Table 1. Small values, such as MIRU

24: 0.0488, indicates the sample distribution is close to the stationary distribution, thus large future

change in the distribution of the repeat number is not expected. Large K-L divergence, such as MIRU

26: 0.1755, means the current sample distribution has not yet approached the stationary distribution,

therefore, we will expect the distribution of repeat number to vary in the future.

Rate of convergence. In order to investigate convergence rate of the Markov chains, the distribution of

the repeat numbers at the nth generation, q
(k)
n , were computed. The values of K-L divergence between

the sample distributions of the repeat numbers of MIRU loci and the stationary ones for each generation,

D(q
(k)
n |π(k)), are plotted in Figure 11. Since the K-L divergence of MIRU 24 decays at a rate that is

significantly slower than the rest of the loci, it is plotted in the separate Figure 12. We chose a threshold

value of ε = 10−6 and, for each locus, count the number of generations for the K-L divergence between

q
(k)
n and π(k) to drop below the threshold, i.e. {n|D(q

(k)
n |π(k)) ≤ ε}. The results are plotted in Figure

13.

MIRU locus 27 has the greatest initial K-L divergence (0.1755). MIRU 24 has the slowest convergence

rate; it takes 582 steps for its K-L divergence to drop below the threshold value of 10−6. This indicates

that MIRU 24 is very stable.

MIRU 24. MIRU locus 24 is known to correspond to the TbD1 deletion. TbD1 is a DNA region that

is present in ancestral strains (Indo-Oceanic, M. bovis and M. africanum) but absent in modern strains

(Euro-American, East Asian, and East African Indian) [19]. The modern strains will have fewer than 2

repeats at MIRU 24 whereas ancestral strains have more than 2. In 98 out of 41,604 pairs of parent-child

relations (or 0.2%), the repeat number at MIRU locus 24 changes from 1 to 2, apparently a transition

from modern to ancestral. These may represent convergent spoligotype evolution or even typing errors.

But 99.8% of the transitions over all MIRU loci do indeed appear consistent to the ancestral-modern

relationship.

In addition to the counting the steps for the K-L divergence to drop below the threshold, we used

three different methods to measure the rate of convergence. These methods are more theoretical and

included in the Appendix. The conclusions from these methods are consistent with the direct counting

of steps from forward simulation of the Markov chain.
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Discussion

In this paper, we analyzed the evolution of the MTBC from the lens of Spoligotypes and MIRU

profiles. Under the rules we defined, 41,604 mutations are found among 14,453 MTBC isolates, collected

by CDC and Institut Pasteur. For different MIRU loci, the transition probability of repeat numbers are

computed. The heat maps of the transition probability matrices of the MIRU loci indicate that certain

repeat numbers are more popular than others in the event of a mutation. For example, when a repeat

number changes in a mutation, it is more likely to change to certain values than others, i.e. 2 in MIRU

locus 20 and 3 in MIRU locus 27. We also find that the small repeat numbers (0 to 3 repeats) have

a tendency to increase while the big ones (5 to 13 repeats) tend to decrease in a mutation. When the

repeat number changes, it is likely that they change by a small value.

We develop a Markov chain model for the MIRU repeat numbers based on the transition probability

matrices. The stationary distribution of these Markov chains are computed. By comparing the sample

distributions and stationary ones of different MIRU loci, we discover that the sample distribution of the

repeat number of some MIRU loci are quite close to their stationary ones, i.e. loci 20, 2 and 4. For these

loci, we do not expect large changes in the distributions of the repeat numbers in the future. On the

other hand, for MIRU loci 39, 31 and 24, the distributions of their repeat numbers can be expected to

evolve relatively slowly toward their stationary distributions.

By the analysis of the forward simulation, we investigate the convergence rate of repeat number

distribution of each locus. As mentioned above, MIRU locus 24 corresponds to the TbD1 deletion, which

is used as marker to differentiate ancestral versus modern strains. Our statistical analysis of the MTBC

isolates indicates that the repeat number of MIRU 24 tends slightly to change from 1 to 2 repeats.

It is believed that MTBC isolates with 1 copy of MIRU 24 belong to modern lineages as opposed to

ancestral lineages that comprise strains with 2 (or more) copies of MIRU 24. In this context, we have the

somewhat puzzling observation that the proportion of MIRU 24 loci with repeat number of 1 is higher

in the currently prevailing distribution relative to the stationary distribution, which should describe the

future. Although tubercle bacilli may both lose or gain MIRU copies during their evolutionary process,

it is difficult to conclude what is really happening with regards to MIRU 24 in populations of modern

vs. ancestral strain in the present dataset because of certain limitations. For example, some changes

in modern strains could be missed for spoligotypes with large deletions (such as East Asian profiles).

Another potential explanation for the shift observed from modern to ancestral strains (specially in the

Europe and North America), could be due to increased migration from emerging countries with endemic

TB from ancestral strains to Western countries where modern strains were more common previously,

thereby progressively replacing modern by ancestral strains in recent decades [13, 21]. Future studies
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with a greater amount of data, truly representative of the global distribution, would ideally address the

evolution of MIRU locus 24 more clearly.

Overall our study brings a more accurate overview of MIRU evolution inside MTBC, and a better

comprehension of worldwide TB spread/epidemiology.
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Figure 8. The stickiness of each repeat number measured summing up the columns of the transition count matrix while

excluding the diagonal entries. The values are then normalized by the sum of these values. MIRU 2, 20 and 24 have a

sticky value at 2; MIRU 16, 27, 31, 40 at 3; MIRU 10 at 4; MIRU 26 at 5. Moreover, three loci have two sticky values:

MIRU 4(2,5), MIRU 23(5,6), MIRU 39(2,3).
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Tables

MIRU locus 24 40 39 20 10 2

K-L divergence 0.0488 0.0555 0.0628 0.0690 0.0822 0.0951

MIRU locus 4 16 31 23 27 26

K-L divergence 0.1014 0.1171 0.1220 0.1393 0.1449 0.1755

Table 1. The Kullback-Leibler divergence between the sample and stationary distribution for each locus. The values are

sorted from small to large

Figure Legends

Figure 9. The computed theoretical stationary distribution (red dashed) and the sample distribution (solid blue) of the

major class of each MIRU locus. All loci except 4 are shown in this figure.
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Figure 10. The computed theoretical stationary distribution and sample distribution of the major class of MIRU locus 4.

Figure 11. The Kullback-Leibler divergence between the sample and stationary distribution for each MIRU locus except

MIRU 24, D(qk,n|πk), plotted against number of steps. The legend indicates the MIRU locus of each color.
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Figure 12. The Kullback-Leibler divergence between the sample and stationary distribution for MIRU 24, D(q24,n|π24),

plotted against number of steps.

Figure 13. Number of steps needed for the Kullback-Leibler divergence D(qk,n|πk) of each locus to approach

convergence threshold ε = 10−6, starting from the sample distribution. MIRU locus 24 is excluded from this plot since it

has a much larger value of 582.
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Appendix

Markov Chain. The model in this study is based on a discrete time Markov Chain, which is a stochastic

process whose memory does not extend beyond its current state [14]. We will first introduce some of the

important properties of Markov Chain here.

Definition:. A stochastic process is the evolution of some random variables over time. Consider a sequence

of random variables Xn, n = 0, 1, 2, ..., with n representing the time, more formally called the epoch of

the process. Xn takes values in a finite set S = {0, 1, 2, ..., N}, called the states of the process. The

transition probability is the conditional probability of Xn = in given the first n− 1 epochs.

P (Xn = in|X0 = i0, X1 = i1, ..., Xn−1 = in−1) (3)

A Markov Chain has the property that the distribution of Xn only depends on its value at the previous

epoch:

P (Xn = in|X0 = i0, X1 = i1, ..., Xn−1 = in−1) = P (Xn = in|Xn−1 = in−1) (4)

The expression on the right hand side is called a transition probability. A time-homogeneous Markov

Chain is a process such that the transition probability is the same at different epochs:

P (Xn = j|Xn−1 = i) = p(i, j) (5)

We will assume time-homogeneity in our MIRU model. A transition probability matrix is a (N+1)×(N+1)

matrix P , with entries equal to the transition probabilities, i.e. pij = p(Xn = j|Xn−1 = i).

Communication class : The initial distribution of the states, q0, is a vector with entries q0,i =

P (X0 = i). The distribution of states at the next epoch will be q1 = P ′q0, where P ′ is the transpose of

the transition probability matrix P . Moreover, the probability distribution for the state at the nth epoch

will be qn = P ′nq0.

Two states i and j are said to communicate with each other, if there exist integers m,n > 0, such that

pmij > 0 and pnji > 0, where pni,j is the (i, j) entry of Pn. That is equivalent saying if i and j communicate,

there is a path to reach j starting from i and vice versa.

A communication class is a set of states such that any pair of the states communicate with each other.

A Markov Chain with only one communication class is called irreducible. A Markov Chain could have

multiple communication classes. There are two types of communication classes: recurrent and transient.

If the chain starts from a recurrent class, then it stays in this class forever. On the other hand, if the

chain starts in the transient class with finitely many states, it will have probability one to leave it in some

future epoch.



23

Periodicity : The period of a state i of a Markov chain is defined as the following,

d = gcd {n : Xn = i|X0 = i} (6)

where gcd stands for greatest common divisor. A state with period of 1 is said to be aperiodic. A

communication class is aperiodic if all of its states are aperiodic. A communication class only needs one

aperiodic state to imply all the states are aperiodic [14].

Long-Range Behavior : Let P be the transition probability matrix of an irreducible Markov

Chain or recurrent communication class and q0 be its initial distribution. We have the following

qn = P ′nq0 (7)

If the Markov Chain (recurrent class) is aperiodic and irreducible, then there exists a unique probability

distribution such that

π = lim
n→∞

qn = lim
n→∞

P ′nq0 (8)

Such π is called the stationary distribution of the Markov Chain (recurrent class). There are two important

properties about the transition probability matrix P [18],

Lemma 1. Provided the Markov Chain is irreducible and aperiodic, the corresponding probability tran-

sition matrix will have the following properties:

• Exactly one of the eigenvalues of P has the value of 1.

• All the eigenvalues of P have absolute values less than 1.

MIRU Markov Chain Model. Recall that we have the transition counts matrix for MIRU locus k, M (k),

which is defined as equation (1). The standard procedure for fitting a Markov chain model to a data

set is to estimate the probability transition matrix, P̂ (k) from the transition count matrix, i.e. M (k), as

discussed in the Methods sections. We will only be concerned with the states corresponding to the major

communication class, so in what follows we implicitly restrict the matrix P̂ (k) to its major communication

class (without changing the notation.)

Let q
(k)
m = [q

(k)
1,m, q

(k)
2,m, ..., q

(k)
n,m]′ be the column vector representing the distribution of the repeat

numbers at the mth generation at locus k.

The stationary distributions of the communication classes of every MIRU locus can be obtained by

the following equation [14]:
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π(k) = 1(I − P̂ (k) +ONE)−1 (9)

where 1 is a vector of ones, I is the identity matrix, P̂ (k) is the transition probability matrix of the major

communication class and ONE is a matrix with all ones.

Error Analysis:. Note that we estimated the transition probability matrix P (k) based on the transition

counts M (k). The error from this estimation is propagated to the computation of the stationary distribu-

tion π(k). A Monte Carlo simulation scheme is used to evaluate this error using the Dirichlet distribution,

which is a categorical probability distribution on multivariate random variable X = [x1, x2, ..., xn], xi > 0

and
∑n
i=1 xi = 1 and parameter α = [α1, α2, ..., αn], αi > 0 . The probability density function is

Dir(X|α) =
1

B(α)

n∏
i=1

xαi−1
i (10)

B(α) =

∏n
i=1 Γ(αi)

Γ(
∑n
i=1 αi)

where Γ(x) is the gamma function, Γ(x) =
∫∞
0
tx−1e−tdt.

For each i ∈ S, a row vector p̃
(k)
i = [p̃

(k)
i0 , p̃

(k)
i1 , ..., p̃

(k)
iN ] is simulated with the Dirichlet distribution

Dir(X|n(k)i0 + 1, n
(k)
i1 + 1, ..., n

(k)
iN + 1), where the n

(k)
ij are the counts for the number of transitions from a

parent repeat number i to a child repeat number j at MIRU locus k. The expectation of the samples p̃
(k)
ij

will match that of p̂
(k)
ij and the standard deviation will match approximately, as shown in the following

E[p̃
(k)
ij ] =

n
(k)
ij + 1∑N

j=0 n
(k)
ij +N + 1

(11)

√
V ar[p̃

(k)
ij ] =

√√√√ p̂
(k)
ij (1− p̂(k)ij )∑N

j=0 n
(k)
ij +N + 2

(12)

The difference between the standard deviation of the simulated p̃
(k)
ij in this equation and the standard

error of the estimated p̂
(k)
ij (equation (2)) is negligibly small due to the large values of

∑N
j=0 n

(k)
ij .

For each k, P̃ (k) is simulated 10000 times and a stationary distribution π̃(k) is computed using the same

equation (9). The confidence intervals of π(k) are constructed based on the sample standard deviations

of the computed π̃(k).

Forward Simulation. As previously discussed, given the sample distribution for the major communication

class of the repeat numbers for a MIRU locus k is q
(k)
0 , the distribution of the nth generation will be

q
(k)
n = P̂ ′nq

(k)
0 . q

(k)
n → π(k) as n → ∞, where π(k) is the stationary distribution computed in equation
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(9). The rates of convergence indicates how fast each loci approaches to the stationary state. Suppose

P̂ (k) has K eigenvalues, |λ1| > |λ2| ≥ ... ≥ |λK |, and by Lemma 1, λ1 = 1. For any given initial

distribution q
(k)
0 , we have the following,

q(k)n = P̂ ′(k)nq
(k)
0

= λn1 c1v1 + λn2 c2v2 + ...+ λnKcKvK

≈ λn1 c1v1 + λn2 c2v2 + o(λn2 c2v2). (13)

Here vi (respectively wi) is the left (respectively right) eigenvector of P̂ (k) corresponding to λi, with

the normalizations ‖vi‖ = 1 and vi · wi = 1, and ci = wi · q(k)0 . The 2-norm ‖ · ‖ is just the root-

sum-squared-difference of components. Note that λ1 = 1, v1 = π(k), w1 = 1, and |λ2| < 1, so when

n → ∞, q
(k)
n → c1v1 = π(k) and λn2 c2v2 → 0. Let r = − log(|λ2|) , then |λ2|n = e−rn. This is an

exponential decay function in terms of the number of generation n. Therefore, the rate of convergence

can be measured by − log(|λ2|). If the distance between q
(k)
n and π(k) is measured by the 2-norm, we

have the following,

‖q(k)n − π(k)‖ = ‖λn2 c2v2 + o(λn2 c2v2)‖

(14)

To compute the number of steps, starting from the initial sample distribution q
(k)
0 , needed for the distance

to decrease to a certain threshold value ε, we simply solve |λn2 c2| ≤ ε for the number of steps n, yielding

n ≥ ln(ε/|c2|))
ln(|λ2|)

(15)

where we recall c2 = w2 · q(k)0 is the projection of the sample distribution against the second right

eigenvector of P̂ .

However, the 2-norm (‖ · ‖) is not the standard way to measure the distance between distributions.

Instead, it is usually measured by Kullback-Leibler (K-L) divergence [11]. The K-L distance between q
(k)
n

and π(k) is defined as the following,

D(q(k)n |π(k)) =

N∑
i=0

ln

(
q
(k)
n,i

π
(k)
i

)
q
(k)
n,i (16)

where q
(k)
n,i , π

(k)
i are the ith elements of q

(k)
n and π(k) respectively. Using the results from equation (13)

and taking the first two terms of the Taylor Expansion of the logarithm, we can put D(q
(k)
n |π(k)) in the
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following form:

D(q(k)n |π(k)) =

N∑
i=0

ln

(
π
(k)
i + λn2 c2v

i
2 + o(λn2 )

π
(k)
i

)
q
(k)
n,i

≈
N∑
i=0

ln

(
1 +

λn2 c2v
i
2

π
(k)
i

+ o(λn2 )

)
(π

(k)
i +O(λn2 ))

≈
N∑
i=0

[
λn2 c2v

i
2

π
(k)
i

+ o(λn2 )

]
(π

(k)
i +O(λn2 ))

= λn2 c2

N∑
i=0

vi2 + o(λn2 ) = λn2 c2d2 + o(λn2 ) (17)

where v2
i is the ith element of v2 and d2 = v2 ·1. We can compute the number of steps for D(q

(k)
n |π(k))

to decrease to within the magnitude of ε by solving |λn2 c2d2| ≤ ε. This will give us

n ≥ ln(ε/|c2d2|)
ln(|λ2|)

, (18)

where c2 = w2 · q(k)0 and d2 = v2 · 1.

In addition to these analytically computed steps to convergence n, we also perform the forward

simulation. The values D(q
(k)
n |π(k)) will converge to 0 as q

(k)
n → π(k). The values of D(q

(k)
n |π(k)) are

computed for every n. We count the number of steps, n̂, it takes for D(q
(k)
n |π(k)) drop below ε.

The convergence rate − log(|λ2|) for each MIRU locus is shown in Figure 14. The theoretical number

of steps for convergence of the 2 norm for the sample and stationary distribution of each MIRU locus is

computed as in equation (15), with the results shown in Figure 15. The theoretical number of steps for

convergence of the Kullback-Leibler distance of sample and stationary distribution of each MIRU locus

is computed as in equation (18), with the results shown in Figure 16. Figure 15 and 16 are consistent

with the results from the actual forward simulation (Figure 13).
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Figures

Figure 14. The values of the convergence rate − ln(|λ2|) of each locus are plotted, where λ2 is the second largest

eigenvalue of the transition probability matrix. As shown in the figure, locus 24 has smallest value 0.0091, while locus 27

has the greatest rate of 0.5626.

Figure 15. Theoretically computed number of steps needed for ‖qk,n − πk‖ to drop within the magnitude of ε = 10−6,

based on equation (15). MIRU locus 24 is excluded from this plot and it has a value of 1,293.
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Figure 16. Theoretically computed number of steps needed for the Kullback-Leibler divergence D(q
(k)
n |πk) to drop

within the magnitude of ε = 10−6, based on equation (18). MIRU locus 24 is excluded from this plot and it has a value of

1,246.


