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ABSTRACT 

The current thesis proposes a model of human choice in the absence of prior re-

ward/punishment. The proposed mechanism, GPD (goal-proximity decision 

mechanism), predicts that when presented with options, with all else being equal, a 

person will choose the option most strongly associated with their current goal. Associa-

tion strengths between objects, in turn, are based on the experienced temporal proximity 

of these objects. GPD is examined for empirical validity, efficiency, and scope, and 

contrasted with a reward-based trial-and-error model of human choice, RL (reinforce-

ment learning). Experiment 1, employing a forced-choice navigation paradigm, provides 

evidence that GPD can account for human performance where RL cannot, accounting for 

human efficiency on trials preceding any reward/punishment. Experiment 2, via the 

incidental learning paradigm, provides further support that humans can perform above 

chance level without any reward signal. Finally, GPD is examined in the context of the 

Tic-Tac-Toe board game, and Second Life™ virtual world exploration. The two simula-

tion environments extend the scope of GPD, expose the differences in the impact of two 

associative learning rules (error-driven and Hebbian) on GPD performance, and suggest 

how GPD and RL may be integrated in future research (with GPD being most useful for 

initial goal-driven behavior, and RL taking over once reward information is available). 

Additionally, the Second Life virtual world is examined as a testbed for future work with 

the GPD mechanism, showing great promise as a rich, complex, and dynamic simulation 

environment. 
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1. Introduction 

How does a cognitive agent choose a path of actions from an infinitely large decision-

space? Reinforcement learning, which is a formal model of human trial-and-error 

behavior, can explain how humans reduce decision-space over time by attending to the 

reward structure of the task-environment. However, as goals change, so does the reward 

structure of the agent’s world. Relearning the reward structure for every possible goal 

may take an extremely long time. For greater efficiency, a cognitive agent should be able 

to learn more about its environment than just the reward structure, and to exploit this 

knowledge for achieving new goals in the absence of prior reward/punishment. For 

example, a person may see a hardware store on their way to the mall, and incidentally 

learn its location. Some time later, if they need to go to a hardware store, the person can 

find their way to that store, because they know its location. There had been no reward or 

punishment for the actions leading to this hardware store, and so the ability to find its 

location cannot be explained solely through the principles of reinforcement learning. 

The purpose of this thesis is to propose a mechanism for making decisions in the ab-

sence of prior reward/punishment, and to provide initial tests of its fidelity, scalability, 

and efficiency as compared to Reinforcement Learning (RL). Given multiple possible 

paths of action, the proposed mechanism chooses the path most strongly associated with 

the current goal, regardless of prior reward. Strength of association between any two 

items, in turn, depends on previously experienced proximity of those items. From here 

forth I will refer to the proposed mechanism as GPD (goal-proximity decision-making). 

As a proof of concept, this thesis will focus on contrasting GPD and RL in the con-

text of the ACT-R cognitive architecture (Anderson & Lebiere, 1998). ACT-R is a 

unified theory of cognition, and has been used to model an impressive variety of psycho-

logical paradigms, including list memory (Anderson, Bothell, Lebiere, & Matessa, 

1998), forgetting (Altmann & Gray, 2002), task switching (Altmann & Gray, 2008; 

Kushleyeva, Salvucci, & Lee, 2005), and many more. Of grand importance to current 

work is that ACT-R’s current decision mechanism is based on RL, and that ACT-R also 

comprises declarative memory components necessary for GPD (e.g. connections be-

tween declarative elements, spreading activation).  
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The rest of this section identifies a key theoretical problem for RL, the 2-goal prob-

lem, and continues to specify the contributions and limits of the current work. Section 2 

describes key concepts in the memory literature relating to associative and reinforcement 

learning, and analyzes the capabilities of various computational frameworks in utilizing 

information other than reward/punishment in goal-oriented behavior. Section 3 outlines 

the proposed mechanism, and its integration within the ACT-R cognitive architecture. 

Finally, in Section 4, four tasks are described, examining the cognitive fidelity, scalabil-

ity, and efficiency of GPD in comparison with RL. Experiment 1 examines decision-

making in the absence of prior reward using a forced-choice paradigm. Experiment 2 

examines post- incidental learning decision-making. Tic-Tac-Toe simulations extend the 

argument for the generalizability of GPD, provide a clear contrast in the efficiency of 

GPD versus RL in a 2-goal environment, and examine the differences in the effects of 

two associative learning rules on GPD behavior. The final simulations examine explora-

tion and navigation in the Second Life 3D virtual environment. In addition to extending 

the scope of the proposed mechanism, the Second Life environment provides real-world-

like consistencies and complexities for examining GPD. 

1.1 The 2-goal Problem 

In the example from the previous section, a person incidentally learns the location of a 

hardware store. There is no reward or punishment for the actions leading to that destina-

tion. However, the person can find the learned location. Although this may sound 

extremely simple, most RL-based models of decision-making will fail to explain this 

behavior. RL is limited in that it makes decisions based solely on prior re-

ward/punishment of actions.  

For example, consider a scenario where an agent has to achieve goal A, then goal B, 

in the same environment. To increase efficiency humans and animals would learn the 

environment during task A, and perform faster on task B (the Experiments section below 

proposes methods to provide formal evidence for this phenomenon). That is, we do not 

just learn the positive utility for the actions that helped us reach the goal, or the negative 

utility for the actions that failed to reach the goal; we also pick up on other regularities in 

the environment that may help us with possible future goals. RL-based architectures 
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(including ACT-R) will have a problem matching human performance on this 2-goal 

problem.  

To make this example more concrete, imagine how an RL-based agent may perform 

on a specific 2-goal problem. In this example, the first goal, A, is accomplished by 

executing actions 1, 2, and 3. After trying the following sequences of actions, 1-2-4, 1-5-

7, 1-4-3, finally the sequence 1-2-3 is attempted. Upon reaching the desired goal A, 

actions 1, 2, and 3 will be positively reinforced. The utility value of actions 1, 2, and 3 

will increase every time that A is reached, and soon these actions will fire without fail, 

greatly improving the agent’s time to reach the goal.  

Now imagine the task switches so that the agent has to find B in the same task envi-

ronment. The shortest path to B would be to fire actions 1, 5, and then 7. Basic RL-based 

architectures (including ACT-R) provide no constraints to learn the location of B, even 

though the agent above had visited B on the second trial. If by chance, actions 1, 5, and 7 

fire, they will be reinforced for reaching the goal.  

RL, by definition, learns only the reward structure of world, ignoring the rest of the 

environmental contingencies. In those cases where this ignored information may help in 

achieving new goals, it would be useful to have an additional mechanism for collecting 

and using this information (especially in the case of humans, where memory is relatively 

cheap as compared to additional trials). The mechanism proposed in this paper, GPD, 

should serve as such a complement for RL-based architectures like ACT-R. 

1.2 What’s new here: How might GPD extend ACT-R? 

Two of the core components of ACT-R are the declarative module and the procedural 

module. According to ACT-R theory, given multiple possible paths of action, the 

procedural module chooses which action to fire. Although one can write an ACT-R 

model in such a way as make use of declarative memory, there are actually no con-

straints in ACT-R for how the declarative module may be used in goal-oriented 

behavior. GPD is a way for ACT-R models to employ the declarative module [in addi-

tion to the procedural module] in action-selection. 

To be more precise, procedural memory in ACT-R contains productions (if-then 

statements; e.g. p1:{if the goal is G, then press ‘a’}, p2:{if the goal is G, then press 
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‘b’}), and utilities to help distinguish between multiple matching productions. Upon 

reaching some state of significance, ACT-R propagates the utility of that state to the 

preceding productions (e.g. if p1 fired prior to reaching goal G, the model may reward 

p1, increasing its utility). On later cycles, given multiple matching productions, the 

production with the higher utility will be chosen (plus or minus noise).  

ACT-R declarative memory elements (chunks) can be used in goal-directed behav-

ior, as well. For example, if the goal is to add 2+5, an ACT-R model may be written to 

do a retrieval from declarative memory, and find the chunk “2+5=7”. However, there are 

no specifications in the architecture for when chunks should be retrieved, or how the 

retrieved chunks may be used in action selection. There are specifications in ACT-R for 

how the goal should influence which chunks are retrieved – through the mechanism of 

spreading activation. The retrieval of a given chunk in ACT-R should depend on spread-

ing activation from the goal, which in turn depends on the strength of association 

between the chunk and the goal. However, there is no specification in the modern ACT-

R implementation for how the strengths of association are learned in the first place.  

In sum, ACT-R’s current specifications implicate only the procedural module in the 

action-selection mechanism, not the declarative module. ACT-R’s declarative retrieval 

mechanism implies goal-oriented retrievals, but fails to specify the learning mechanism 

that is necessary for this. The mechanism proposed in this paper, GPD, outlines a generic 

method for employing declarative memory chunk retrievals in the selection among 

available action-paths, and specifies how learning in the declarative module may occur 

to allow for this behavior.  

1.3 What this paper is not about 

Because everything in cognition is so closely knit, the GPD theory may evoke topics that 

are outside of the scope of current work. The Discussion section (Section 5) will address 

how GPD may interact with other mechanisms in more detail. However, it is important 

to keep in mind the following critical topics that should be considered tangential.  

First, GPD is not meant to replace RL (it is obvious that human decision-making is 

largely effected by reward/punishment), but rather to complement it. How GPD and RL 

may interact is a topic for further research.  
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Second, GPD does not address planning. GPD is a theory of immediate behavior; 

how this behavior may be used in complex planning procedures is a tangential topic. 

Third, GPD partially addresses episodic memory and associative learning. However, 

associative learning is not the focus of this paper. Rather, the focus here is on the goal-

oriented decision-making that can emerge from a simple associative learning mecha-

nism. The topic of associative learning should comprise other lines of research (e.g. 

sequence recall, free association, priming) in addition to this one, and is too extensive to 

be address in this thesis. 

Fourth, GPD describes how an agent may choose which option to approach given 

some available paths of action. Although avoidance behavior is just as important as 

approach behavior, and should eventually become part of the GPD theory, it is assumed 

here to be a separate topic.  

Finally, the modeling work provided here is not meant to show how GPD can ex-

plain all of human behavior. The human experiments are meant to expose pre-reward 

human decisions where RL cannot account for the data, whereas GPD can. The Second 

Life exploration and the Tic-Tac-Toe game are meant to help examine the scope and 

scalability of the proposed mechanism. All of the simulations are meant to be examples 

of how GPD can explain parts of human behavior, rather than all of human behavior. 

Without a mechanism for avoidance, and without the integration of GPD with RL, the 

current model will fail to explain behavior on most tasks of moderate complexity (e.g. 

just about any game, from soccer to chess requires both seeking and avoidance behavior, 

pattern matching, priming, etc.). Thus, it is important to keep in mind the scope of the 

problem being addressed in this thesis – to explain a large portion of human decisions 

that RL does not address, and to provide initial support for the fidelity, scalability, and 

efficiency of the proposed model. 
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2. Historical Review 

2.1 Law of Effect and Law of Exercise 

As most discoveries, the first formal laws of psychology are accidental. Ivan Petrovich 

Pavlov attempted to measure dog’s salivation upon introduction of meat powder into the 

dog’s mouth. After just a few sessions, he realized that salivation began when the 

experimenter entered the room. Salivation, which was an unconditioned response to the 

meat powder, became associated with the mere sight of the experimenter. Formally 

stated, Pavlov found that when an unconditioned stimulus (US; in this case the meat 

powder) elicits an unconditioned response (UR; in this case the salivation), a second 

stimulus (conditioned stimulus, CS; in this case the experimenter) begins to elicit the UR 

after enough presentations of the CS followed by the US (see Figure 1).  

 

Figure 1. Pavlovian (classical) conditioning. 

Pavlovian conditioning, also known as classical conditioning, could be seen in two 

ways: (1) the animal begins to elicit the UR because the CS-UR pairing becomes 

stronger with repetition; and (2) the animal begins to elicit the UR because the CS-UR 

pair gains more value through positive reinforcement (e.g. food). These two laws were 

formally presented by Thorndike as the law of exercise and the law of effect, respec-

tively, in a debate that he had with himself (Thorndike, 1927, 1932, as cited by 

Anderson, 2007). Originally Thorndike thought that both laws were necessary, but 

dismissed the law of exercise in his later work in favor of the law of effect.  

Just as the law of effect won out in the mind of Thorndike, it won out as the domi-

nant paradigm in the field of [American] psychology for most of the 20th century. The 

law of effect movement (behaviorism), in its extreme form, would argue that all behav-

ior is driven solely by positive and negative reinforcements (RL terms for reward and 

punishment, respectively). Some behaviorists even went as far as to claim that by 

   Time  
Before Conditioning:    US presented… UR elicited 
During Conditioning:  CS presented… US presented… UR elicited 
After Conditioning:  CS presented… CR* elicited 

 * after conditioning the elicited response is called CR (conditioned response) 
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“memory”, we mean nothing except our learned reinforcements for various stimulus-

action pairs (e.g. Watson, 1930, as cited by Anderson, 2007).  

As it turns out, Thorndike was right in the first place, and evidence exists for both 

the law of effect (reinforcement learning) and the law of exercise (associative learning). 

Studies from the behaviorist era, called instrumental or operand conditioning, have 

provided ample evidence for reinforcement learning (for review see Anderson, 2000; 

Mackintosh, 1983). In one of the more [shameful but] powerfully illuminating examples 

of negative reinforcement, Watson & Rayner (1920) exposed an 11-month-old child, 

Albert, to a negative reinforcer (a sudden loud frightening noise behind the child’s head) 

every time that he touched a white rat; the results being that Albert avoided touching any 

white furry objects (like white rabbits and white beards).  

Ample evidence exists for the ‘other’ learning, as well. Tolman provided strong evi-

dence for reinforcement-less learning in rats (Tolman, 1948; Tolman & Honzik, 1930). 

In this classic paradigm, first discovered by Blodget (1929), a group of rats is introduced 

into a maze, but given no reward for completing the maze. When, after a number of 

trials, reward is introduced at the end of the maze, the rats’ maze-running performance 

improves dramatically, showing that learning was taking place throughout the non-

rewarded trials. More specifically, this group’s performance became better than that of 

the rats that were rewarded all along (see Figure 2). This paradigm, called latent learn-

ing, does not just provide evidence that learning occurs in the absence of 

reward/punishment, but also that, given a goal, the learned information is reflected in 

decision-making, and ultimately in performance. Stevenson later provided evidence for 

latent learning in young children (1954), and Quartermain & Scott (1960) showed this in 

adults, as well.  
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Figure 2. Approximate results from Tolman & Honzik (1930) latent learning experiment. 

2.1.1 Theory Formalization 

Whereas behaviorists of the time were arguing the law of effect – that we learn S-R 

(stimulus-response) utilities or habit strengths, Tolman argued for the law of exercise – 

that we learn S-R-S (stimulus-response-stimulus) and S-S (stimulus-stimulus) expectan-

cies. According to Tolman, reinforcement is not critical for learning; rather expectancies 

reflect the frequencies with which S-R-S and S-S sequences are observed in the world. 

Unfortunately, Tolman’s theory never formally defined the resulting behavior. Mackin-

tosh (1983, p. 12) quotes Guthrie: 

In his concern with what goes on in the rat’s mind, Tolman neglected to 
predict what the rat will do. So far as the theory is concerned the rat is left 
buried in thought (Guthrie 1952, p. 143) 

Of course, Tolman’s lack of formal theory of behavior was in no small part due to a 

lack of the proper tools or the proper language. The dominant formal language of the 

time was math, and so behaviorist theories that described response frequencies in terms 

of quantities like the potency of the reinforcer, learning rate, etc., were easier to formal-

ize as scientific theories. With the invention of computers, and the ability to think in 

terms of algorithms rather than mathematical formulas, Newell & Simon (1961, as cited 

by Anderson, 2007) showed how S-R-S expectancies could produce goal-directed 

behavior. As Anderson (2007) writes: 



 

     9 

Their theory was much more mechanistic than any earlier behaviorists 
theories. Newell and Simon produced computer simulation models that 
actually did the tasks. Their work was extended in the early generation of 
automated planning programs (Fikes and Nilsson, 1971), such as STRIPS 
(Stanford Research Institute Problem Solver)… The actions in a system 
such as STRIPS are represented exactly like Tolman’s S-R-S triples. In 
the language of planners, the first S is the precondition, R is the action, 
and the second S is the effect of postcondition. (p. 138-139) 

The invention of computers gave embodiment to behaviorists’ theories, as well. The 

concept of reinforcement learning has made its way over to artificial intelligence and 

cognitive psychology. Computational RL agents generally use S-R-like representation. 

In machine learning terms, the stimulus-response equivalent is the state-action pair (S-

A), where the state is the internal agent state, rather than external stimulus, and the S-A 

utilities are updated in accordance with reinforcement received from the environment. In 

ACT-R these state-action pairs are called productions, and the reinforcement is received 

upon reaching a model-defined reward-production.  

Currently, human decision-making is modeled in ACT-R using S-R-like reinforce-

ment learning representation. There are no architectural constraints in ACT-R for the use 

of S-R-S or S-S contingencies in decision-making (see Section 2.2.3 below for a more 

detailed discussion). The argument presented in this thesis is that RL representation 

cannot be a complete model of human decision-making. Specifically, the empirical 

evidence and modeling simulations described in Section 4 suggest that humans employ 

S-S information to make informed decisions on tasks where no prior reward information 

is available.  

2.2 Computational Models 

This section describes formal models of decision-making that attempt to employ some 

form of non-reinforcement knowledge. Each of the models is analyzed in terms of its 

effectiveness in resolving the 2-goal problem described in Section 1.1.  

2.2.1 Extended Reinforcement Learning Algorithms 

Basic RL representation is limited to state-action pair values. RL agents, by definition, 

make no predictions about what the future state will be, only what the value of a given 
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state-action pair is. More advanced algorithms account for the values of future state-

action pairs, as well. These latter versions of RL extend the traditional State-Action-

Reinforcement representation and take into account the more informative State-Action-

Reinforcement-State-Action (SARSA) sequence. The SARSA RL algorithm, and its 

close relative Q-learning (Sutton & Barto, 1998), update the value of any given state-

action pair, Q(St, At), based on the value of the future state, St+1, approximated according 

to that future state's state-action pairs, Q(St+1, At+1).  

Although this St-At-St+1 representation is reminiscent of Tolman's S-R-S representa-

tion described in Section 2.1.1 above, its scope here is limited to reinforcement values 

only. Thus, SARSA and Q-learning RL agents are no better than basic RL at resolving 

the 2-goal problem described in Section 1.1. Nevertheless, SARSA modeling provides 

strong evidence that humans use St-At-St+1 rather than (or in addition to) the simple S-A 

representation. For example, Gureckis and Love (Submitted) were able to explain human 

choices on a melioration task using the SARSA model, where basic RL failed to provide 

a good fit to data. In this melioration task, participants (and the models) were given the 

state feedback St+1 in one condition, and were not given this feedback in the other 

condition. The model was able to capture the differences between the two conditions 

best when it weighted Q(st+1, at+1) by a constant >.95, rather than when this constant was 

low.  

Model-based RL agents (the term "Model" in "Model-based RL" refers to agent's 

internal model of the environment) extend SARSA by learning all St-At values as well as 

all St-At-St+1 contingencies of their environment, and by attempting actions in head prior 

to attempting them in the world. Learning of the S-A-S contingencies extends the 

knowledge of these agents well beyond RL. Sharma (2003) compared Q-Learning, with 

a Model-based RL algorithm for performance efficiency in single-goal environments, 

finding overwhelming advantages for the Model-based RL.  

Braga and Araujo's (2003) topological RL agent (TRLA), boosted efficiency by cre-

ating topological regions based on learned associations between places. The RL signal 

was then propagated using regions, rather than individual cells, thus allowing for great 

speedups in maze learning over other RL algorithms. A similar concept is employed in 

various versions of anticipatory learning classifier systems (ALCS) like ACS, YACS, 
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and MACS (for review see Butz, Sigaud, & Gerard, 2003), where learning how to 

classify states through genetic algorithms is used as a form of declarative learning so as 

to help in making RL more efficient.  

CLARION is a hybrid framework that extends SARSA and Q-learning by learning 

procedural, as well as declarative knowledge (Sun & Peterson, 1998). Sun & Peterson 

describe the declarative learning in this framework as follows, “declarative knowledge is 

acquired from an agent’s experience interacting with the world through the mediation of 

procedural knowledge” (p. 1217). To be more specific, CLARION stores propositional 

rules, extracted from the underlying RL structure. Sun & Peterson show that this gives 

CLARION advantages in performance over standard Q-learning.  

The similarity between Model-based RL, CLARION, TRLA, and ALCS is that all 

of these algorithms employ some form of learning in addition to RL – learning more 

about the environment than just reward/punishment, and employing this information for 

more efficient decision-making. The different ways of learning may not always be 

psychologically plausible, however these models are a prime example of the efficiency 

argument – cognitive agents that employ knowledge beyond RL can achieve more 

efficient performance, approaching that of humans and animals.  

Problematically, although the frameworks mentioned in this section attempt to learn 

more about the environment than the mere reward structure, the actual decision mecha-

nism is always based on RL (with the exception of CLARION, where a hybrid approach 

is utilized between symbolic rules and sub-symbolic RL values). Each employs only a 

single criterion for choosing one action over another – prior reward (plus or minus 

noise). Thus, none of these frameworks can resolve the 2-goal problem described in 

Section 1.1. Even if a RL agent has previously encountered some state B, has knowledge 

of which actions lead to state B, and its current goal is to find B, it will not choose the 

actions leading to this state unless these actions have a high utility value from prior 

reinforcement.  

Even model-based RL fails to solve the 2-goal problem. It would seem that because 

a model-based RL agent learns the model of the environment, it could use this knowl-

edge to find new goals, thus resolving the 2-goal problem. However, the agent’s ability 

to plan before acting merely shifts the efficiency problem from acting to planning. In 
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other words, if the decision process uses only the reward knowledge (whether attempting 

actions in the head or in the world), the 2-goal problem still persists. When a new goal 

arises, model-based RL requires as many decision cycles as standard RL.  

In sum, learning various aspects of the environment outside of reward structure can 

be very beneficial. Various RL frameworks use this knowledge to increase agent effi-

ciency through planning, categorization of state-space, and propagation of the reward 

signal. However, as all of these frameworks still use only a single decision-mechanism 

(activating the highest rewarded state-action pair), they fail to address the 2-goal prob-

lem, resulting in inefficient behavior in multi-goal task-environments.  

2.2.2 Voicu and Schmajuk 

Although models of space navigation can employ RL (e.g. Sun & Peterson, 1998), there 

is another class of decision mechanisms employed in many artificial navigation systems 

(for review see Trullier, Wiener, Berthoz, & Meyer, 1997). As Trullier et al. state, 

“Navigation would be more adaptive if the spatial representation were goal-

independent” (p. 489). The model presented in this section is one of the more recent and 

more psychologically relevant efforts in this class of goal-independent navigation 

modeling.  

Throughout his career Tolman had argued for a concept of Cognitive Maps in rats 

and men (1948) – that we have an internal representation of the environment that helps 

us more easily reach our goals. Voicu and Schmajuk (2002) implemented a computa-

tional model based on a literal take of Tolman's cognitive map concept. This cognitive 

map -based model reproduces several qualitative effects of rat behavior (Tolman, 1948): 

latent learning, shortcut, and detour behavior. The latent learning behavior of the model 

is shown in Figure 3; note the qualitative similarities to animal latent learning displayed 

in Figure 2. 
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Figure 3. Latent learning by Voicu and Schmajuk (2002) computational model. Group A is always 

rewarded at the goal-box, Group B is rewarded at the goal-box from trial 8 onward, Group C is rewarded 

at the goal-box from trial 10 onward. 

The cognitive map in this model is implemented as a neural network where each 

space is connected only to its adjacent spaces (see Figure 4 left). As the agent moves 

through the maze, the weights between adjacent spaces are updated so as to discover 

which spaces are blocked off by walls (e.g. in Figure 4 right, after the agent attempts to 

move to the top-left space from the space directly below it, and finds that it cannot, the 

association between those two places in the agent's cognitive map will be set to 0), and 

which spaces can be accessed (associations between those places will be increased). 

When the agent has a goal, the goal is automatically associated with all the spaces, 

which forces the agent to explore those spaces. When the agent explores a space, and 

does not find its goal there, that space is no longer associated with the goal.  

 

 

Figure 4. Cognitive map from Voicu & Schmajuk (2002). 
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The components of the model that account for the results in Figure 3 are spreading 

activation and associative learning. After the agent has discovered all the associations of 

the places in the maze, and reward is introduced in the goal-box, the goal-box place gets 

the highest goal-association. This association to the goal spreads, breadth-first, to its 

neighboring cells, and onto their neighboring cells, and onward to the agent's location, so 

the agent may follow the associative 'scent' of the reward directly to the goal-box. Thus, 

Group A in Figure 3 increases performance gradually as more associations are estab-

lished; Group B shows a faster performance increase, because many of the associations 

have already been learned by the eighth trial; and Group C reaches optimal performance 

almost immediately, because when reward in introduced at trial 10, the spreading 

activation from the goal-box immediately accentuates the shortest path to goal. 

This mechanism of spreading activation from the goal allows the agent to assess the 

utility of each action-path based on its learned proximity to the current goal. If the agent 

goal changes, the agent would not need to relearn the reward structure of the environ-

ment to reassess the utilities of action-paths. Rather, the agent could reuse its knowledge 

of the environment, spreading activation from the new goal, and approaching the place 

most closely associated to the new goal. In other words, in addition to reproducing the 

qualitative effects of latent learning, this type of goal-association-based decision mecha-

nism would resolve the 2-goal problem.  

One major limitation of this model is that the semantic map is taken to be literally a 

map of adjacent spaces. This model would be computationally infeasible for sufficiently 

large continuous spaces. It is important to point out that Tolman never meant for cogni-

tive maps to be represented in such a way, but rather thought of cognitive maps as 

associations between landmarks (e.g. a light over a goal-box). There was some debate in 

the literature following Tolman's proposal of cognitive maps as to whether or not these 

maps were truly scalable maps of the world, or just associations of landmarks, with 

overwhelming support for the latter (for a review see Bennett, 1996). 

Additionally, this model is not integrated within a larger cognitive framework. As a 

standalone model of maze navigation behavior in an oversimplified environment, there 

are questions as to how this model would generalize and scale to other tasks. The 

following sections address how a similar mechanism, where decisions are based on goal-
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association, may be implemented within the ACT-R unified cognitive framework, such 

that integration is at the core of modeling. 

2.2.3 ACT-R 

Anderson (2007) claims that ACT-R has both, behaviorists’ S-R bonds and Tolman’s 

goal-directed S-R-S processing. As an example, he cites Lovett’s (2005) ACT-R model 

of the famous Stroop paradigm (Stroop, 1935). In the Stroop paradigm human partici-

pants are told to name colors of various color-words. For example, a color-word may be 

‘blue’, but it may be colored in red, and participants’ task is to say ‘red’. Of course 

humans are notoriously bad at this, but we can get better with training. Anderson pre-

sents this as a conflict between “S-R bonds (the urge to say the word) and Tolman’s 

goal-directed processing (the requirement to comply with instructions)” (p. 140). Al-

though Lovett’s modeling results provide an impressive match to human data, there is 

actually no S-R-S representation in the ACT-R production system (its procedural mem-

ory component). Tolman's S-R-S bonds, in principal, can be represented in the ACT-R 

declarative memory, but whether or not a given model does this is up to the modeler. 

There are currently no architectural constraints in ACT-R for representation, learning, or 

use of S-R-S and S-S bonds in goal-directed behavior. Decision-making in ACT-R 

(including that of Lovett’s 2005 model) is based on utilities of productions (S-A pairs), 

where production utilities are based on the prior reinforcement for reaching (or failing to 

reach) their goals.  

Because ACT-R provides no architectural constraints for using anything other than 

reward/punishment in decision-making, it will suffer the same problems as basic RL on 

the 2-goal problem described in Section 1.1. However, this should not be taken to mean 

that ACT-R's learning is strictly reinforcement-based. ACT-R includes two mechanisms 

of learning outside of RL. One of these is production-compilation, the other is chunk 

creation. ACT-R 4.0 (an older version) also had a mechanism for associative learning 

(Lebiere & Wallach, 2001; Wallach & Lebiere, 2003); however, according to Anderson 

(Anderson, 2001), this particular form of associative learning turned out to be "disas-

trous", and produced "all sorts of unwanted side effects" (p. 6). This section describes 
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current ACT-R learning mechanisms and why these are not sufficient for modeling 

human behavior on the 2-goal problem. 

The ACT-R production compilation mechanism is part of the ACT-R learning the-

ory (Anderson & Lebiere, 1998), and is used to create new compound productions out of 

existing productions, regardless of reward. This mechanism combines two productions 

into one when the acting part of the first production matches the conditional part of the 

second production (in ACT-R terminology, the conditional and acting parts of the 

production are called the left-hand side and the right-hand side of the production, 

respectively, where a production is equivalent to an if-then statement, i.e. 

if(conditional):then(acting)). Production compilation obviously speeds up performance 

even in the absence of reinforcement (since each production execution takes a set 

amount of time, namely 50ms, it takes 100ms to execute two productions, and half that 

time to execute these productions when they are compiled into one). However, the 

production compilation mechanism simply learns actions, not the surrounding action-

irrelevant environment. Thus, this mechanism would fail to address the 2-goal problem.  

ACT-R's chunk creation mechanism is another learning component of ACT-R. 

Chunks (declarative memory elements) are created based on information cleared from 

the ACT-R buffers (ACT-R has various buffers for module interaction, including a goal 

buffer, a visual buffer, a manual buffer, and a retrieval buffer). Whenever a buffer is 

cleared, its contents will be written as a chunk into declarative memory. For example, a 

goal buffer may hold the following information: [state='adding', x=3, y=2, answer=?]. 

When the agent completes the task of adding 3+2 (perhaps by counting on fingers), and 

writes the correct answer into the final slot of the goal buffer, the buffer may be cleared, 

which would automatically store the [state='adding', x=3, y=2, answer=5] fact for later 

retrieval. This form of learning is actually a form of associative learning in the sense that 

by learning this fact, second-order associations have been formed between chunks 

'adding', 3, 2, and 5.  

Continuing with the 2-goal problem paradigm, we may imagine a model that on its 

way to goal A creates an irrelevant goal, [state='observe', object='B', place='tree'], thus 

creating a memory that object B was spotted by the tree. This may actually solve the 2-

goal problem, in the sense that when the goal becomes to find B, the model can retrieve 
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this fact and find this goal item. This, however, is a speculative scenario, presumed for a 

single task, where the modeler must be clever enough to create the appropriate con-

straints. There are no architectural constraints for (1) how to perform this type of 

exploratory learning, nor (2) how to use the gathered knowledge in generalized goal-

seeking behavior.  

2.2.4 SNIF-ACT 

SNIF-ACT (Fu & Pirolli, 2007; Pirolli & Fu, 2003) is not a model of learning, but rather 

a model of decision-making. Specifically, SNIF-ACT has been used to model human 

information-seeking behavior on the World Wide Web. The pertinence of SNIF-ACT to 

this thesis is that it is a model of how humans use declarative knowledge (rather than 

action utilities) in goal-driven behavior in a very rich, unconstrained, and unpredictable 

task-environment. The World Wide Web is unconstrained and unpredictable in the sense 

that there is no way for any of its users to know what links they will encounter during 

web browsing. For this reason an agent must be able to evaluate its actions (which link 

to click) without any prior reinforcement of those actions.  

Another reason why SNIF-ACT is of great importance to this work is that it is not a 

standalone model. It is embodied within a modified version of the ACT-R cognitive 

architecture. How ACT-R was modified in order to achieve goal-driven behavior in a 

task as unconstrained and unpredictable as web browsing is of particular importance to 

the current discussion.  

The basic idea of SNIF-ACT (Pirolli & Fu, 2003) is as follows. Given a number of 

links on a webpage, the link that humans are likely to pick is the link that is most closely 

associated to their current goal. In the situation where none of the links are closely 

associated with the current goal, the model predicts that humans will leave to find a new 

patch of links (e.g. by hitting the back button).  

Of most interest to the current work is that the action of clicking a link is based not 

on the previous reinforcement of clicking on that link, but rather on the semantic asso-

ciation of the text in the link to user goals (information scent). In order to implement this 

concept in ACT-R, Pirolli & Fu changed the utilities of link-clicking productions based 

on the link-goal association strengths (as a reminder from the ACT-R section above, the 
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production utilities according to the actual ACT-R theory have nothing to do with 

association strengths; rather, ACT-R production utilities are meant to be representative 

of RL – the positive and negative reinforcement received for prior successes and failures 

in reaching a goal state). Changing the production utility mechanism in this way allows 

SNIF-ACT to perform actions that have never been reinforced.  

In general, SNIF-ACT 2.0 does a very good job modeling human web-browsing 

data from a link-rich website like Yahoo (R2=.91). Its performance was worse in model-

ing navigation data from the ParcWeb website (R2=.69). In addition to the work with 

SNIF-ACT, many other studies assume that human choice in text-based navigation (e.g. 

web-browsing or menu search) is based on information scent rather than RL (Blackmon, 

Kitajima, & Polson, 2005; Brumby & Howes, 2004, 2008; Budiu, Royer, & Pirolli, 

2007; Card et al., 2001; Chi, Pirolli, Chen, & Pitkow, 2001; Howes & Payne, 1990; 

Juvina, van Oostendorp, Karbor, & Pauw, 2005; Kaur & Hornof, 2005).  

Apart from being limited to text-link browsing, SNIF-ACT's other major limitation 

is that it does not learn the association strengths between links and goals, but rather 

imports these values from an external source – a Pointwise Mutual Information (PMI) 

engine. PMI (Turney, 2001) is a statistical technique in computational linguistics for 

approximating the strength of association between two words given a large text corpus. 

PMI of two words is calculated based on the proportion of how often these words are 

experienced in the same context versus how often the words are experienced across all 

contexts. Formally, strength of association between terms x and y is calculated as fol-

lows: 

€ 

PMI(x,y) = log2
f (x,y) ⋅ M
f (x) ⋅ f (y)

 

where M is the total number of blocks of text (e.g. paragraphs) in the corpus, ƒ(x) is the 

number of blocks of text where x may be found in the corpus, and ƒ(x,y) is the number of 

blocks of text where both x and y may be found. 

PMI is actually an approximation of associative learning, coupled with spreading 

activation. If we were to rank the information scent of each link to some goal G, we 

could drop the term M and the log because they do not influence the ranks of the links, 

just the raw PMI values. Thus each link x can be ranked according to PMI in the follow-
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ing manner PMI(x, G) = ƒ(x, G)/ƒ(x). That is, the activation that some link x spreads to G 

is approximated as the strength of their association, ƒ(x, G), divided by the total associa-

tions of x, ƒ(x). According to this analysis, the strength of association between x and G is 

just simple co-occurrence of the two chunks. This makes for a very simple learning rule, 

where the strength of association between x and G, SxG, is incremented by 1 for every co-

occurrence of the two chunks, ∆SxG = 1.  

Again, this form of associate learning is merely approximated. The PMI values are 

never updated in SNIF-ACT, and thus no learning occurs. For this reason, it would be 

inappropriate to apply SNIF-ACT to the 2-goal problem, as this is a learning problem. 

However, SNIF-ACT's decision-making mechanism is an excellent example of how to 

achieve goal-driven behavior in the absence of prior reward within the ACT-R architec-

ture. 

2.2.5 Summary 

On a final note, it is important to point out the similarity between the Voicu & Schmajuk 

model described in Section 2.2.2 and the SNIF-ACT model described in Section 2.2.4. 

Both of these models employ spreading activation rather than prior reinforcement to 

assess the utility of actions. These models assume that the strength of association be-

tween a given state and the current goal is indicative of the path length between this state 

and this goal. The Theory section below suggests expanding the ACT-R cognitive 

architecture to employ these assumptions as a part of the core mechanism behind human 

decision-making.  
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3. Theory 

The premise of the current proposal is that much of human decision-making is afforded 

by a generic goal-approaching mechanism that employs associative knowledge, rather 

than RL. The latent learning paradigm (Tolman & Honzik, 1930) described in Section 

2.1 provides empirical evidence for performance without prior reinforcement. The 2-

goal problem described is Section 1.1 and the model-based RL agents described in 

Section 2.2.1 extend support for the current hypothesis based on the argument of effi-

ciency. The Voicu & Schmajuk model (Section 2.2.2) exemplifies a reward-independent 

decision mechanism, and provides some qualitative support for its psychological valid-

ity. Finally, the SNIF-ACT section (2.2.4) gives an example of such a mechanism in 

ACT-R, for the specific task of web-browsing, where all newly encountered links have 

zero reward-based utility, and the utilities of all click-link productions are derived solely 

from associative knowledge.  

Whereas the RL mechanism makes predictions strictly as to the utility of state-

action pairs, Q(St, At), humans are also capable of predicting which state is expected if 

the action At were taken, St+1. Moreover, according to models of information scent (Fu 

& Pirolli, 2007; Pirolli & Fu, 2003), humans are capable of navigating towards the state 

that is most closely associated to their goal, regardless of whether this state, or the 

actions leading to it, have any positive or negative reward value. In other words, neither 

Q(St, At), nor Q(St+1) require prior reward. Rather, the association strength between St+1 

and some goal state SG (goal-proximity) is sufficient for human decision-making.  

The suggestion here is that a cognitive architecture should include a mechanism for 

this type of generalized goal-proximity driven behavior. It may be necessary to specify 

task-appropriate routines (e.g. clicking a link, following a path in a maze, etc.), but the 

architecture should include the constraints to automatically choose a path that predicts 

highest proximity to the current goal, and to instantiate the task-appropriate routine to 

follow the chosen path. The following sections describe how such constraints may be 

implemented in the ACT-R cognitive architecture. 
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3.1 Modifying ACT-R 

ACT-R (Anderson & Lebiere, 1998) has a central processing unit, the procedural 

module, responsible for handling information coming in or out of the other modules (see 

Figure 5). The procedural module comprises productions, which are essentially RL state-

action pairs, where the states are the contents of various buffers (e.g. goal buffer, visual 

buffer, retrieval buffer), and the actions are the modifications to buffer contents. The 

productions are either defined by the modeler or generated automatically by combining 

other productions. Given multiple possible paths of action (multiple productions that 

match the current state), the procedural module will execute the production that has the 

highest prior reward.  

 
Figure 5. The general structure of the ACT-R cognitive architecture. Solid arrows represent the flow of 

information between various cognitive modules. Dotted arrows represent activation, spreading from the 

chunks in the buffers to other chunks in declarative memory. Spreading activation depends on association 

strengths between chunks. 
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ACT-R also includes a spreading activation mechanism, which predicts (among 

other things) that a chunk most strongly associated with the goal is most likely to be 

retrieved (all else being equal). There are no constraints in the architecture, however, as 

to how these goal-relevant retrievals may be used in decision-making. What would have 

to change in ACT-R to add goal-proximity decision-making to its current setup?  

The basic premise of GPD is this: given 2 options, with all else being equal, the 

model should choose to approach the option with the highest association to the goal 

(where association strengths reflect goal-option proximity; association-strength learning 

will be discussed at length in Section 3.1.2). ACT-R already has constraints for retriev-

ing the chunk with the highest association strength to the goal (all else being equal). 

Thus, what is necessary to distinguish between two possible paths of action is to do a 

retrieval from declarative memory, and the path most associated with the goal will be 

retrieved.  

3.1.1 Declarative Retrievals as Decisions 

Imagine an ACT-R model is seeking some goal, G, and it is currently considering two 

options available in the environment, A and B. This may be represented in the ACT-R 

goal buffer, for example, by using three slots – :seek, :option1, and :option2. Thus, the 

goal buffer may look as follows: [:seek G :option1 A :option2 B]. If a retrieval com-

mand is issued, requesting any memory element that is not G and with all else being 

equal, A will be retrieved if the association strength between G and A is greater than that 

between G and B, and vice versa.  

Thus, one way to implement GPD within the ACT-R architecture, is to include this 

type of :seek, :option1, :option2 representation in the goal buffer, and add productions to 

perform retrievals at decision points. After each retrieval, the retrieved item may be left 

in the goal buffer as the better of the two options (e.g. if B was retrieved, alter goal 

buffer as follows: [:seek G :option1 B :option2 nil]). In this way, the retrieval itself is a 

form of decision-making.  

Furthermore, for these memory retrievals to be meaningful, the goal-option associa-

tion strengths must be representative of goal-option proximity. In other words, GPD 
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requires a form of associative learning where association strength between two chunks is 

increased in accordance with their experienced proximity.  

3.1.2 Learning 

To make this more concrete, imagine the following stimuli have been observed: [A X J 

G], where A was observed first, and G was the last item seen. Imagine this sequence was 

stored in ACT-R in some form (an episodic memory buffer). In this window of experi-

ence, the proximity of item G to J is greater than that of G to X. Thus the strengths of 

association between these items should be updated accordingly, such that if the G-J 

connection weight is incremented by 1, the G-X connection should be incremented by x, 

where 0<x<1. The strength of association between G and A should, in turn, be incre-

mented by a, where 0<a<x. 

This simple form of associative learning is called Hebbian learning. Hebbian learn-

ing is widely supported in neurobiology in the form of synapse growth and long-term 

potentiation (for brief review see Mazur, 1990). Moreover, as Anderson points out 

(Anderson, 2007, p. 145, 147), Hebbian learning is equivalent to Thorndike's law of 

exercise (see Section 2.1). Formally, Hebb's law is often stated as follows: ∆Sji = ßajai, 

where Sji is the strength of association between chunks j and i, ∆Sji is the change in Sji for 

a single presentation of j and i, aj and ai are activations of chunks j and i during this 

presentation, respectively, and ß is the learning rate parameter.  

To relate this formal definition of Hebbian learning back to the [A X J G] example, 

imagine that as the chunks in the episodic buffer age, their episodic activation drops. 

Thus, if the activations of chunks G, J, X, and A in episodic memory are 1, .5, .25, and 

.125, respectively, then ∆SGJ = .5ß, ∆SGX = .25ß, and ∆SGA = .125ß. In this manner, Sji’s 

reflect chunks’ temporal proximity.  

To be clear – the actual activations of chunks in ACT-R are normally predicted 

based on the recency and frequency of chunk retrievals, and spreading activation from 

other ACT-R buffers. However, in this paper I will assume a much simpler model: ai = 

эP(i), where P(i) is the position of chunk i in the episodic buffer (starting from the most 

recent chunk), and э is some episodic decay parameter. In the example above э is taken 

to be .5, and thus the activation of G (position 0) is 1, and the activation of X (position 1) 
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is .5, and so on (Note that with this simplification aj=1, and ∆Sji = ßai). This simplifica-

tion is necessary so as to minimize the number of factors that might influence GPD, and 

explore the very core of the proposed mechanism.  

In the same manner as Sji’s increase to reflect that an agent should expect chunk j 

within a certain temporal proximity of chunk i, it is possible that Sji’s should decrease to 

reflect that the probability of this expectation no longer holds. In other words, if you 

predict that a certain event will happen, when this event does not happen, your predic-

tion should be adjusted appropriately. Error-driven learning is a variation of Hebbian 

learning that addresses this scenario. 

In error-driven learning (for review see O'Reilly & Munakata, 2000; Shanks, 1994) 

∆Sji = ßajdi (note the similarity to Hebb's rule above), where di is defined as the "error" 

between the current activation of i (ai) and its expected/desired activation (ei), di = ai–ei. 

Note that with the simplified activation where aj=1, error-driven learning would read as 

follows: ∆Sji = ß[ai–ei]. To make another simplification, I will assume that activation 

spreading from j to i is equal to the activation of j multiplied by the weight of the con-

nection between j and i (as is the case in many connectionist models; see O'Reilly & 

Munakata, 2000). Thus, ei = ajSji, which in our case is simply Sji. Finally, the associative 

error-driven learning formula in the current context can read as follows: ∆Sji(n) = 

ß[ai(n)–Sji(n-1)], where ∆Sji(n) is the change in activation strength between chunks j and 

i that occurs at time n, ai(n) is the activation of chunk i at time n, and Sji(n-1) is the prior 

activation between chunks j and i. 

The Hebbian and Error-driven (Delta) learning rules may display indistinguishable 

behavior in GPD for a small number of trials, but as the number of trials grows, differ-

ences in behavior of Hebbian and Delta -based models should emerge. This is clearly 

shown in Figure 5, where the strength of a fictive association between chunks j and i is 

plotted over 300 learning trials for both Hebbian and Delta learning rules. The cumula-

tive root mean square differences (RMSE) between the two learning curves are plotted 

on the same graph. Throughout the 300 trials, the position of i in the episodic buffer is 

varied randomly between the first and fourth positions, э=.5, and β=.01. Under these 

conditions, the RMSE between the two curves is miniscule (< .01) for the first 45 trials. 

The major differences that emerge in the later trials are in the proportions of the connec-
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tion strengths to other competing connections, and in the proportions of the connection 

strengths to the exploratory noise. Thus, imagine that j was paired with i 300 times, and 

with another node, i2, 200 times. At this point, under the above conditions, GPD with 

Hebbian learning would predict that if j was the goal, the ratio of the activation of i to 

the activation of i2 is 1.56:1, whereas with Delta learning it is only 1.17:1. Depending on 

the noise in the system, these learning differences should cause behavioral differences. 

For these reasons GPD is examined in the context of both Delta and Hebbian learning in 

Sections 4.3 and 4.4 (these learning rules cannot be contrasted in the Experiment 1 

simulation, in Section 4.1, because this simulation contains a small number of trials and 

no exploratory noise). 

 

Figure 6. Strength of association between items i and j as a function of the number of trials in which the 

connection was reinforced. Solid and dotted curves represent Hebbian and Delta learning, respectively. 

Dashed curve signifies the cumulative RMSE between Hebbian and Delta association strengths. Position 

of i in the episodic buffer is varied randomly between the first and fourth positions, э=.5, and β=.01. 

3.1.2.1 Error-driven learning is more compatible with ACT-R 

Although GPD will be examined with both learning rules in the simulations in Section 4, 

Delta learning warrants special consideration as an alternative to Hebbian learning in the 

context of the ACT-R architecture, at least for two reasons. First, a practical reason – 

Hebbian learning rule described above predicts only increases, and no decreases in 

association strengths. ACT-R includes a maximum-activation parameter (:mas) that 
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dictates the maximum activation that can spread from a chunk to itself [without increas-

ing its Sji to itself]. At a point when the Sji between some goal G and some chunk A 

increases beyond :mas, GPD in ACT-R will retrieve A even if it is not one of the options 

being presented. If association strengths are capped such that Sji <= maxSji <= :mas, 

then, with enough experience, most Sji will all be equal maxSji, and thus indistinguish-

able. Delta learning resolves this problem by increasing and decreasing Sji’s to more 

accurately reflect the actual temporal proximity of chunks j and i. 

The second reason is more theoretical – ACT-R theory favors error-driven learning 

rather than simple incremental learning. This is evidenced by the reinforcement learning 

formula adopted by the ACT-R architecture. More precisely, in ACT-R the utility of a 

production i at time n, Ui(n) is incremented in the following error-driven fashion: 

∆Ui(n)=α[Ri(n)–Ui(n-1)], where Ri(n) is the current reward, Ui(n-1) is the prior utility of 

the production (which may be though of as its expected reward), and α is a learning rate 

parameter. Note the similarity of this equation to the associative error-driven learning 

equation, ∆Sji(n)=ß[ai(n)–Sji(n-1)]. The two equations are essentially the same: the 

change to the predicted value is set to be the difference between the observed and the 

predicted values, multiplied by some learning-rate parameter. The difference between 

the two learning rules is only that in reinforcement learning the observed/predicted 

values have to do with the reward signal, whereas in associative learning they have to do 

with the activation of a memory element. 

3.2 The GPD Model 

In sum, the proposed mechanism, GPD, incorporates the ACT-R retrieval mechanism to 

spread activation from the goal and retrieve the ‘better’ of the available options to 

approach. The ‘better’ of the two options is assumed to be the option predicted to be 

closest to the goal. The prediction of goal-option proximity, in turn, is specified by an 

associative learning rule (e.g. Hebbian or Delta learning). 

To put this all together it would be helpful to see the pseudo-code for a GPD model, 

presented in Table 1. The presented model is simplified in several respects (e.g. Heb-

bian, not Delta learning is shown) for ease of understanding. However, it should not be 

difficult to imagine that the “learn episode (j)” block of code could be replaced by 
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error-driven learning, or that the “compare options” block of code could be replaced 

with ACT-R +retrieval and =retrieval productions. Actual ACT-R model may be found 

in Appendix B, with the two core GPD productions under the GPD heading on page 101. 

Table 1. Simplified GPD pseudo-code for Hebbian learning. 

DEFINITIONS: 
 goal-queue is a queue of goal-items to be found and clicked by the model 
 goal buffer has slots :seek, :best-option, and :new-option 
 episodic-buffer is a FIFO queue 
 Sxy is the strength of association between items X and Y 
 simple Hebbian learning rule is used 
 э = .5 
 
######################################### 
# GPD algorithm 
given that the model is seeking some goal item, G { 
 put G in slot :seek of the goal buffer; 
 set :best-option slot of the goal buffer to NIL; 
 do until G is clicked { 
  if there are any unattended items in the visual field { 
   attend an unattended item, X; 
   learn episode (X); 
   compare options { 
    put X in slot :new-option of the goal buffer; 
    do retrieval from declarative memory for chunk Z, such that Z≠G; 
    put Z in slot :best-option of the goal buffer; 
   } 
  else { 
   click the item currently in slot :best-option of the goal buffer, Z; 
   learn episode (Z); 
   learn episode (Z); 
  } 
 } 
} 
 
######################################### 
# Simple Hebbian learning 
learn episode (j) { 
 activation-of-item = .5; 
 for each item i in episodic-buffer { 
  Sji += activation-of-item * episodic-learning-rate; 
  activation-of-item = activation-of-item * э; 
 } 
 push j into episodic-buffer; 
} 

 

Other than the episodic learning rate parameter, ß, the episodic decay parameter, э, 

and the ACT-R native noise parameter, ans, there are a two other free parameters in the 

model. One of these parameters is ebl (episodic buffer length), and the other is elws 

(episodic learning weight of the selected option). The elws parameter is held constant at 

2.0 throughout all of the GPD simulations in this paper (assuming, as is shown in the 

pseudo-code in Table 1, that when a particular option is selected, it is attended twice as 

long as when it is merely being observed). Future work will explore the effects of 

varying this parameter.  
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3.3 Summary 

GPD is proposed as a mechanism for choosing among available options in the absence 

of prior reward. The assumptions drawn from the literature are that options can be 

distinguished based on their strengths of association to a given goal. The strengths of 

association, in turn, can be learned based on the observed temporal proximity of objects 

in the environment. The next section presents four tasks to begin testing the fidelity, 

scalability, and efficiency of the proposed model. 
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4. Experiments and Simulations 

This section examines the proposed mechanism by means of two human experiments, 

and computer simulations of a board game and virtual world exploration. Experiment 1 

directly explores the 2-goal problem in a simple navigation task, comparing GPD to RL 

in terms of efficiency (where GPD performs better than RL) and fidelity (where GPD 

accounts for human behavior better than RL). Experiment 2 provides support for the 

theoretical choice that is made in GPD to employ associative learning instead of rein-

forcement learning. The game of Tic-Tac-Toe and the Second Life™ virtual world 

environment are employed to examine how GPD scales to different, more complex task 

environments, and to compare the effects of Delta and Hebbian associative learning rules 

on GPD performance.  

4.1 Experiment 1 

The purpose of the first experiment is to collect data for validation of the GPD mecha-

nism. The structure of the experiment reflects the 2-goal problem (see Section 1.1). 

More precisely, this experiment requires the participants to traverse a simple maze in 

search of different goal-items. Whereas RL would predict that reward knowledge is 

updated whenever a participant reaches their goal [or a dead-end], GPD would predict 

that the participant also learns associations between all attended items. When asked to 

find a new goal, RL should predict human performance at chance level (since there has 

been no reward for actions leading to this goal), whereas GPD should predict better-

than-chance performance. In this manner, human data from this experiment should help 

to distinguish between the two decision mechanisms. 

4.1.1 Participants 

Twenty-one human participants, consisting of undergraduate students at RPI, were asked 

to participate for course extra credit, as specified by course instructor.  

4.1.2 Materials 

The experiment was presented as a point-and-click application on a 17" computer 

screen, set to 1280x1024 resolution. Participants were presented with 150x200 pixel 
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option buttons, where each button displayed either a letter from the English alphabet, or 

one of the symbols shown in Figure 7.  

☉☁☇☄☋☍★☼✧❍❑☗❖⊕☽♘☮✘✂♨

✈☎⚂♻✵☂❀❄♪⌛◍◣╡▜☃➲⥼⧰╲▓⎲␥⑃ 

Figure 7. Stimuli used in Experiments 1 and 2. 

4.1.3 Design 

The experiment employed a single-group design with no between-subject variables. 

Participants were asked to perform a simple exploratory maze navigation task. Each 

participant had to complete two 2-arm mazes (2 arms, 2 goal items in each arm) and four 

3-arm mazes (3 arms, 3 goal items in each arm) in the following order: 2-arm, 3-arm, 3-

arm, 2-arm, 3-arm, 3-arm. The choice and goal items in each of the 2-arm mazes were 

letters of the English alphabet (chosen randomly without replacement), and the choice 

and goal items of the 3-arm mazes were symbols from Figure 7 (chosen randomly 

without replacement). Participants were required to continue with a given maze until 

they completed 6 consecutive error-free trials (trials where only the correct path to the 

goal was taken) in the 2-arm mazes, or 12 consecutive error-free trials in the 3-arm 

mazes.  

For each trial, participants were asked to find one of the goal items (for example, in 

the maze displayed on the left of Figure 8, a goal could be: C, D, E, or F), such that no 

two successive trials would have repeating goals. The idea here is to replicate the 2-goal 

(or rather n-goal) problem design – while participants are looking for a given goal item 

they may be learning the maze, and will be able to perform above chance-level when 

presented with the next goal item.  
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Figure 8. Sample navigation mazes for Experiment 1, 2-arm condition (left) and 3-arm condition (right).  

4.1.4 Procedure 

Each trial persisted until the participant found and clicked the required goal item. At the 

beginning of each trial, participants were presented with a screen containing the top-

level options (for example, in the 2-arm maze in Figure 8, a participant is first presented 

with options A and B). After choosing one of the top-level options, participants were 

presented with a screen containing the bottom-level options (for example, in the 2-arm 

maze in Figure 8, if a participant chose option A, they are presented with options C and 

D). If the participant chose the wrong path to the goal, upon choosing one of the bottom-

level options, they were presented with a “Dead End” screen, and taken back to the 

screen containing the top-level options. If the participant found and clicked the current 

goal item, they were presented with their next goal. 

At each screen, to ensure that participants attended each option, the options were 

always covered with a grey mask until clicked. Another click was necessary to re-mask 

an unmasked option before proceeding. After the first option is unmasked and re-

masked, a participant may proceed to unmask the next option. Once all options on screen 

have been viewed and re-masked, the participant could make their choice with an 

additional click. Figure 9 shows a sample screen progression for the experiment, where 

both options are masked (top-left), then one of the options is clicked, and it unmasks 'A' 

(top-middle), then that option is clicked again and re-masked (top-right), and then the 

other option is clicked to unmask 'B' (bottom-left). Finally, the second option is clicked 

again (bottom-right), at which point the participant can choose either of the two options 

by clicking it. 

Additionally, participants were not able to rely on their location memory, as the lo-

cation of each option on screen was randomized (i.e. the participant could not say, 
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“when I go left, I get C and D,” they had to recall that, “A leads to C and D,” instead). 

More specifically, the option locations were randomized before a screen with a given set 

of options was presented. For example, in Figure 9, the locations of options 'A' and 'B' 

were randomly chosen to be left and right, respectively. However, on the next trial, these 

locations may be reversed. 

 

 

Figure 9. Experiment 1 screen progression. Top-left: two options available, both are masked. Top-middle: 

one of the options has been clicked to unmask 'A'. Top-right: option 'A' is re-masked. Bottom-left: the 

other option was clicked to unmask 'B'. Bottom-right: second option is re-masked, and now a choice 

between the two options can be made by clicking one of them. 

4.1.5 Modeling 

Human data were analyzed in terms of agreement with four models: GPD, RL, Random, 

and IdealPerformer. The Random model selected which option to click at random, and 

the IdealPerformer model remembered everything perfectly (which goal items were 

located under which options) and made decisions with perfect memory. The RL model 

simply increased the utility of a goal-choice pair if the choice led to the goal success-

fully, and decreased it otherwise; the option with the highest utility warranted a click (no 

noise was added), and if multiple options had the same utility, the choice was random. 

For the GPD model, the episodic buffer length, ebl, was held at 20, the episodic decay 

parameter, э, was held at .5, and no noise was added to spreading activation. The epi-
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sodic learning rate parameter, β, seemed to produce a better fit at .01 than at .10, and so 

β was held at .01 for all of the model runs shown in the Results and Simulation section 

below. Due to the small number of trials, there would have been no difference between 

Hebbian and Delta learning rules (see the discussion at the end of Section 3.1.2, Figure 

6), and so the Delta learning rule was employed in this model. 

Model data was collected using the model-tracing technique (Anderson, Corbett, 

Koedinger, & Pelletier, 1995, as cited by Fu & Pirolli, 2007). For each human partici-

pant, for each decision, each model was provided with the same experience as the human 

participant up to that choice point, and then model’s would-be choice was recorded. For 

example, imagine that Table 2 presents data for a human participant having gone 

through the maze shown on left of Figure 8. At the bolded choice-point (Table 2, trial 1), 

being that there is no experience with the maze, all models would choose randomly. Let 

us say that both the RL and the GPD models chose B. Thus, what will be recorded is that 

these two models made an error on trial 1, whereas the human participant did not. 

However, the experience added to the two models will be based on human choice. At the 

end of trial 1, RL will have learned that the D-A (if goal is D, click A) goal-choice pair 

has a positive utility. GPD will have learned that D is strongly associated with C, less so 

with A, and even less with B, and that C is strongly associated with A, and less so with 

B. At the underlined choice point (Table 2, trial 2, top), the RL model will still have to 

make a random choice (utilities for C-A and C-B goal-choice pairs are both 0 at that 

point). The GPD model, having learned that C is more strongly associated with A than 

with B, will choose A. 

Table 2. Sample data log for a human participant. 

Trial 1: goal=D:  

  looked at A, looked at B, clicked A, 

  looked at C, looked at D, clicked D, success 

Trial 2: goal=C: 

  looked at B, looked at A, clicked B, 

  looked at E, looked at F, clicked F, fail 

  looked at B, looked at A, clicked A, 

  looked at C, looked at D, clicked C, success 

… 
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4.1.6 Results and Simulation 

Each model’s performance was averaged over 10 model runs for each decision point. 

Results from the first 2-arm maze were ignored as training data. Results for human and 

model performances on the first choice of each of the first 6 trials for the other 2-arm 

maze (maze 4) are shown at the top of Figure 10 (only the first 6 trials are shown be-

cause some participants did not have data beyond the 6th trial). Results for human and 

model performances on the first choice of each of the first 14 trials for the 3-arm mazes 

(averaged over all mazes: mazes 2, 3, 5, and 6) are shown at the bottom of Figure 10 

(only the first 14 trials are shown because some participants did not have data beyond 

the 14th trial). 

Table 3 displays Root Mean Square Errors (RMSE) between average human and 

model performances for the data displayed in Figure 10 – performance on the first 

choice of each trial for the first 6 trials of the second 2-arm maze, and the first 14 trials 

of the four 3-arm mazes.  

The key aspect to focus on is the early part of the curves in Figure 10, where RL 

simply cannot account for human-level performance. As discussed throughout this 

thesis, this is because the RL decision mechanism makes no predictions for choices that 

are not based on some form of prior reward, which is not available at the beginning 

stages of a given task. Thus, RL performance undershoots human performance in this 

experiment. 

IdealPerformer model, on the other hand, overshoots human performance. This 

model assumes that associations between the clicked top-level choices and their respec-

tive bottom-level objects are strengthened, and that the non-clicked top-level choices 

create no memory interfere. For example, on trial 1 shown in Table 2, the IdealPerformer 

model will have only learned the association between the clicked option, A, and the 

ensuing options, C and D (in this same scenario GPD would increment association 

strengths between C/D and all of their preceding items: both A and B). Thus, IdealPer-

former learns unrealistically fast, and RL learns unrealistically slow, and GPD 

performance accounts for both the benefits and the drawbacks of employing associative 

memory in decision-making. 
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Figure 10. Average performance from human participants, GPD, RL, Random, and IdealPerformer 

models on the 2-arm maze (top), and the 3-arm mazes (bottom). Error bars represent standard error based 

on 21 participants. 
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Table 3. Root mean square error (RMSE) between human and model performances, by trial. 

  2‐arm  3‐arm 

GPD  3.16%  7.95% 

RL  21.91%  18.29% 

IdealPerformer  6.21%  16.34% 

Random  39.70%  45.79% 

 

4.2 Experiment 2 

Experiment 1 can answer the following question: can participants choose the correct 

path to their goal in the absence of prior reward for actions that lead to that goal? How-

ever, participants may be intentionally attempting to reinforce behavior for future goals. 

For example, a participant is asked to find F when doing the 2-arm maze on the left of 

Figure 8. They incorrectly choose option A, and find C and D. At this point, the partici-

pant may be rewarding productions "when I am looking for C, choose option A" and 

"when I am looking for D, choose option A".  The question here is one of representation. 

Should a model of Experiment 1 be using associative knowledge for decision-making, or 

is it all reward-based? 

Experiment 2 attempts to answer this question through the use of incidental learn-

ing. In the traditional incidental-learning paradigm (e.g. Postman, Adams, & Phillips, 

1955; Postman & Phillips, 1954) participants are asked to perform some orienting task 

(e.g. rate image pleasantness), and then tested on what they had learned (e.g. which 

images they saw). Since participants do not anticipate the testing phase, and there is no 

reward/punishment of any kind during the orienting task, any decisions they make 

during the testing phase must not be based on RL. 

4.2.1 Participants 

A new set of twelve human participants consisting of undergraduate students at RPI 

were asked to participate for course extra credit, as specified by course instructor.  
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4.2.2 Materials 

The experiment was presented as a point-and-click application on a 17" computer 

screen, set to 1280x1024 resolution. Participants were presented with a 150x200 pixel 

image frame in the middle of the screen, displaying one of the symbols from Figure 7, 

and 150x200 buttons with left and right arrows, to the left and to the right of the center-

image (sample screens shown in Figure 11).  

Table 4. Questions presented to participants during the orienting phase of Experiment 2. 

"Please type in a single WORD that you feel best describes the image above." 

"Please type in a TWO‐WORD description that you feel best describes the image above." 

"Please type in a single NOUN that you feel best describes the image above." 

"Please type in a single ADJECTIVE that you feel best describes the image above." 

"Please type in a single VERB that you feel best describes the image above." 

"Please take a look at the image above, and then type in the first thing that comes to mind." 

"Please choose the option that you feel best describes the image above:  

• SQUARE 

• TRIANGLE 

• CIRCLE 

• CROSS 

• ARROW 

• DIAMOND 

• WAVE" 

 

4.2.3  Design 

The experiment employed a single group design with no between-subject factors. The 

experiment consisted of two phases. During the orienting phase participants were asked 

to answer arbitrary questions about nine picture cards (shuffled and ordered prior to 

experiment), where each card contained a symbol, chosen randomly without replacement 

from Figure 7 (e.g. in top-left of Figure 11 a participant is shown a card with a peace 

sign, and asked, "Please type in a single ADJECTIVE that you feel best describes the 

picture above"). During the testing phase, participants were questioned as to the loca-

tions of each of the 7 middle cards. 
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4.2.4 Procedure 

Participants were not aware that there would be a testing phase. Rather, participants were 

instructed to, “walk back and forth through the cards, and answer questions pertaining to 

each card,” and that, “there are no Right or Wrong answers,” and to “give a different 

answer each time,” that they “would have to answer at least 4 questions for each card,” 

and that “the experiment will inform [them] when [they] are finished.”  

As suggested in the instructions, the orienting phase persisted until participants vis-

ited [and answered questions for] each of the cards at least four times. At the beginning 

of the orienting phase participants were placed at either the left or the right end of the 

deck (starting position was alternated between subjects). After this, navigation through 

the card deck was controlled entirely by the participants. Each time that a card was 

visited, participants were presented with one of the seven questions shown in Table 4, 

chosen randomly with replacement. Once the question was answered, the participants 

were able to click the left or the right button to move on to the next or the previous card 

in the deck. 

4.2.4.1 Orienting Phase Screen Progression 

During the orienting phase participants were asked to answer a question (one of the 

questions from Table 4) for each card, and then to click either a left or a right arrow 

button to see the next card. For example, in Figure 11 a participant sees a peace sign, and 

has to type in an adjective that best describes it (top-left). Once they type in their answer 

and hit the Return key, the buttons to go left and right become enabled (top-right), and 

they can move on to other cards. The participant clicks the right arrow, and sees a tent-

like object, and is asked which shape best describes it (middle-left). Once the participant 

answers (middle-right), they click the right arrow, and see the last card in the deck, the 

crooked arrow (bottom-left). The participant is asked to type in the first thing that comes 

to mind. When they hit the Return key (bottom-right), only one button is enabled, to go 

left, and so a participant is forced to return to the previous image (the tent-like object). 

After a minimum of four answers was recorded for each card, the participants were 

prompted with a 60 second timeout screen, followed by the testing phase. 
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Figure 11. Sample screen progression in Experiment 2. The order proceeds from left to right, top to 

bottom. Top-Left: picture card is presented with a question. Top-Right: question answered. Middle-left: 

picture card is presented with a multiple-choice question. Middle-right: question answered. Bottom-left: 

right-most picture card presented with a question. Bottom-right: question answered, and participant is 

forced to go left, where they will find the picture card (the tent-like object shown above in the middle row) 

with a different question.  
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4.2.4.2 Testing Phase 

During the testing phase the participants were asked to find some goal item (e.g. find 

☗), given some starting position (e.g. ☮), by single-clicking the left- or right-arrow 

button. In other words, the participants were tested as to whether they could make a 

direction choice (e.g. “☗ is to the right of ☮” or “☗ is to the left of ☮”). The goal item 

cards and the starting position cards were chosen in random order, and only included the 

7 middle cards (i.e. anchor cards, such as ☇ from Figure 11, were excluded from test 

phase). Thus, for each of the 7 starting position cards, there were 6 possible goal cards, 

for a total of 42 test-phase questions.  

The prediction here is that participants unintentionally learned the sequence of the 

deck during the orienting phase without any predicted reward for doing so. If this 

prediction is correct, participants should be able to choose the correct direction of the 

goal item card at better-than-chance level.  

4.2.5 Results 

The results of Experiment 2 are shown in Figure 12. As expected, every participant 

performed above the 50% chance level during the testing phase. The average score for 

all participants (M = .810, SE = .029) was significantly higher than 50%, ttwo-tail(11) = 

10.72, p < .001. Many participants answered correctly on close to 90% of the test-phase 

questions. This clearly shows that humans can use information other than the reward-

punishment signal in decision-making.  

Post-experimental questionnaires revealed that none of the participants attempted to 

memorize the order of the cards during test phase. Additionally, some participants made 

comments such as, “i did not think that i would have to remember in what order the 

objects were in, so I did not concentrate very much on that,” and “I think if I had known 

that the order of the cards mattered in the future I might have paid a little closer attention 

to it.” Participants also reported being confused by some of the similar-looking or 

abstract cards, as well as being half-awake, or very hungry. In spite of these seemingly 

crucial factors, it seems that humans possess an inherent ability to gather goal-irrelevant 

information and to apply this information in future decision-making. 
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Figure 12. Average scores of twelve participants on the testing phase of Experiment 2. Error bars 

represent standard error. 

4.3 Tic-Tac-Toe 

The Tic-Tac-Toe task was chosen for further examination of the proposed mechanism 

for three reasons. First, this task provides additional complexity over the simulations 

from Experiment 1 in terms of being non-deterministic (the same move in the game may 

lead to different results depending on the opponent’s response), and having a surprising 

large decision-space (there are 362,880 variations of the game1; this decision space is 

greatly reduced for humans because of pattern matching, allowing us to see vertical or 

horizontal reflections of various board states as semantically equivalent, but the models 

showcased below had no such reduction in complexity). Second, the game of Tic-Tac-

Toe begins to provide evidence for how generic approaching behavior suggested by 

GPD is useful in non-navigation type tasks. Although any task may be thought of as 

navigation through some decision-space, it seems more convincing to use a board-game 

domain. Other domains (e.g. sports-games) are also a very attractive, but have a much 

greater need for avoidance behavior (e.g. approach the net, but also avoid the defender), 

which is beyond the scope of this work. For optimal performance, Tic-Tac-Toe also 

requires avoidance, and pattern matching, and other cognitive mechanisms not imple-

mented here. However, this task can be easily represented only in terms of approach 

                                                
1 9! = 362,880 
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behavior, and thus it is appropriate for examination of the strengths and limitations of the 

learning/decision mechanisms in question.  

Third, Tic-Tac-Toe makes very clear predictions as to how RL and GPD are differ-

ent. To be more specific, the game of Tic-Tac-Toe has two possible goals: win as X, and 

win as O. RL would update reward values depending on its current goal only, whereas 

GPD would simply learn which states lead to X winning, and which lead to O winning. 

Thus, after some training as X’s, performance improves for both models. However, 

when a RL model begins to play as O’s, it should begin again at base-level performance, 

whereas GPD performance should keep improving steadily (see Figure 13). These 

predictions are tested in the simulations below and GPD is examined in terms of where it 

agrees and where it departs from these predictions.  

 
Figure 13. Predicted performance of GPD (black) and RL (white) on Tic-Tac-Toe. 

4.3.1 Models 

As stated in Section 3.1.2, Hebbian and Delta learning rules may display indistinguish-

able behavior in GPD for a small number of trials, but as the number of trials grows, 

differences should emerge. Since Tic-Tac-Toe provides sufficient complexity for 

lengthy simulations, GPD is examined here in the context of both Delta and Hebbian 

learning. 

GPD and RL were set up to play Tic-Tac-Toe in the following manner. Each of the 

available spots on the tic-tac-toe board was presented to the models as a possible ensuing 

board state. Thus, in the game state shown in Figure 14, top, there are 3 spaces to place 

an X, and so the model playing as X’s would ‘see’ [and have to choose among] the three 
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ensuing board states, shown in Figure 14, bottom. The model would choose one of these 

options, and then its opponent would make a play. When the game was finished, if there 

was a winner, the model would be presented with an additional state: “X wins” or “O 

wins”.  

GPD simply learned the contingencies of all observed board states. RL, upon reach-

ing a goal state, propagated the reward signal to all actions leading to the reward. At 

decision points, the GPD models chose whichever board state was most closely associ-

ated with the current goal state, and the RL model chose the board state with the highest 

utility for its current goal state. Thus, the models only made the best possible moves to 

reach the winning state, with no secondary value for reaching a draw. To be clear, RL 

could achieve much better performance if it is also provided with a smaller reward for a 

draw, and a negative reward signal for losing – this is the strength of RL that cannot be 

substituted by GPD. However, for the sake of keeping all models in the same context of 

a singular reward (for clear contrast and ease of evaluation), RL is handicapped to 

receive reward only upon winning. This RL handicap will be addressed further in the 

Discussion section (Section 5.3).  
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O X   

  

 

X O X 
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O X    

X O   
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O X    

X O   

X O   

O X X  
Figure 14. A game-state on the Tic-Tac-Toe board (top), and three possible moves for X's from this state 

(bottom-left, bottom-center, and bottom-right). 

In addition to GPD and RL, two opponent agents were created. The first of these 

agents, Defender, took a random available spot on the Tic-Tac-Toe board unless (1) 

there was a winning spot available, in which case the winning spot was taken, or (2) the 

other player was threatening to win on the next move, in which case the other player’s 
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winning move was blocked. The second agent, MinMax, is a standard AI algorithm that 

searches the whole decision tree to find a move with the best outcome (assuming that the 

opponent always chooses a move that is best for them). All models were implemented as 

closed-form algorithms for the sake of speed.  

Before running the simulations the best parameter values were found for each of the 

three cognitive models, GPD using the Delta learning rule, GPD using Hebbian learning 

rule, and RL using the ACT-R utility-learning equation. The best parameter values were 

those that allowed a given model to achieve the highest average score in the last 50 

games of a 400-game set against the Defender agent (the score given for each game was 

either 1, 0, or -1 for a win, a draw, or a loss, respectively). Defender played as X’s, as 

this was the more difficult condition for the models. The best parameter values for GPD 

(Hebbian) were as follows: learning rate, ß=.1, episodic decay, э=.9, noise, ans=.01; for 

GPD (Delta): learning rate, ß=.2, episodic decay, э=.9, noise, ans=.1; and for RL (ACT-

R): learning rate, α=.01, noise, egs=.005. All references to the models in the following 

simulations assume these parameter values. 

4.3.2 Simulation 1 

Simulation 1 was executed to establish that GPD and RL perform similarly given a 

single goal (e.g. “win as X”), as predicted in Figure 13. To address this question, each 

model played against the Defender agent, first as X’s, then separately as O’s. Results, 

averaged over 100 runs for each model and analyzed by bins of 50 games, are shown in 

Figure 15. The three models displayed almost no differences, with the RMSE values 

between the three models ranging between .017 and .021, and r2 values ranging from .98 

to .99 (see Table 5). Average asymptotic performance for X’s seemed to be around .6, 

and was reached after about 40 bins (2000 games), whereas for O’s it seemed to be at 

about -.3, and took around 130 bins (6500 games) to reach.  
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Table 5. Comparison of GPD and RL models on single-goal Tic-Tac-Toe. 

 Win as X Win as O 
 RMSE r2 RMSE r2 
GPD (Delta) vs GPD (Hebbian) 0.018 0.992 0.017 0.990 
GPD (Hebbian) vs RL (ACT-R) 0.018 0.993 0.022 0.986 
RL (ACT-R) vs GPD (Delta) 0.017 0.992 0.021 0.985  

 
 

 

 
Figure 15. GPD and RL models playing Tic-Tac-Toe against defender as X’s (top) and O’s (bottom). 

Each bin contains 50 games. The score for each game was 1, 0, or -1 for a win, a draw, or a loss, respec-

tively. 
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4.3.3 Simulation 2 

Simulation 2 addressed the issue of goal-switching (i.e. the 2-goal problem). What 

would happen if after learning to play as X, the model was asked to play as O? Each 

model played against the Defender agent for 8000 games – 160 bins of 50 games each. 

All models started as X’s, switching sides every 40 bins. The results of the simulation, 

averaged over 100 runs for each model, are displayed in Figure 16.  

 

Figure 16. GPD and RL vs Defender. Goal switches every 40 bins. Each bin contains 50 games. The score 

for each game was 1, 0, or -1 for a win, a draw, or a loss, respectively. 

Whereas RL performance is merely a splice of the two graphs in Figure 15, GPD 

(Delta) and GPD (Hebbian) models seem to diverge from Figure 15 single-goal per-

formance after the first goal-switch (after bin 40). This is because by the time of the 

goal-switch, GPD models will have associated the “O wins” state with various states of 

the board that led to O winning, and this learning is reflected in performance differences.  

Four questions arise from the graph on Figure 16. First, why is the performance dif-

ference between GPD and RL after the first goal-switch (bins 41-80) so small, as 



 

     47 

compared to the predictions shown in Figure 13? One reason for this is that before the 

goal-switch (during the first 40 bins), the Defender, playing as O’s, rarely won (recall 

from Section 4.3.1 that models learn nothing useful from a draw). Another reason is that 

most of the Defender wins were observed in the first two bins (first 100 games), while its 

opponent was naïve. Some of the positions from which the Defender agent would win, 

would not actually be winning positions against a non-naïve player. This point is further 

illustrated in Figure 17, where a possible game is shown between a naïve model (placing 

pieces randomly) and the Defender agent. As may be seen in the figure, the Defender 

wins in such a way that would not succeed against a non-naïve model. If a GPD model 

experienced this game, it would learn that the moves made by O’s, can lead to the “O 

wins” state, and would unsuccessfully attempt these moves later when playing as O’s 

against the Defender (the attempt would be unsuccessful because the Defender agent 

would be certain to block O’s from winning by making its third move to the bottom-right 

instead of the middle-left space of the Tic-Tac-Toe board).  

 

Figure 17. A possible game porgression between a naive model (X) and the Defender agent (O). 

Nevertheless, even with little useful experience in the first 40 bins, GPD perform-

ance was significantly better than RL when the goal switched. A one-way ANOVA 

revealed a significant effect of model-type on the average score in bin 41 (after the goal 

switched), F(2, 297) = 37.181, p < .001. Posthoc Tukey HSD comparisons revealed 

significant differences between all three models at the .05 level of significance, with the 

GPD (Hebbian) model performing best (M = -.771, SE = .009), GPD (Delta) performing 

second best (M = -.800, SE = .008), and RL (ACT-R) performing worst (M = -.864, SE 

= .006). To be clear, the same analysis of bin 40 (before the goal switched) revealed no 

significant differences between the three models, F(2, 297) = .255, p = .776. 

The second question that arises is why does GPD (Hebbian) model outperform its 

asymptotic performance from Simulation 1? As may be observed in bins 81 through 120 

(playing as X’s after the 2nd goal-switch), GPD (Hebbian) is performing better than 
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would be predicted by its asymptote performance from Simulation 1, scoring almost 5 

more points in the 50 games when playing as X’s at the end of Simulation 2 (bin 120; M 

= .683, SE = .014) than at the end of Simulation 1 (bin 80; M = .592, SE = .016), F(1, 

198) = 18.357, p < .001. One expectation may have been that the additional learning 

would just help to reach the asymptote faster. How is it possible that the model crossed 

the performance threshold? The reason for overcoming the asymptotic performance of 

Simulation 1 is that in Simulation 2 the model was able to experience positions that it 

never attempted (by observing its opponent). If the noise parameter (ans) was higher, 

GPD should have been able to experience more game states even in Simulation 1 (at the 

expense of early performance). In Simulation 2, however, merely watching how the 

Defender played allowed GPD (Hebbian) to learn vicariously.  

Third, why does GPD (Delta) model perform worse when beginning to play as X’s 

after the second goal-switch (in the 81st bin) than in its previous bin playing as X’s – 

prior to all goal-switches (in the 40th bin)? GPD (Delta) performance when playing as 

X’s dropped from an average of .587 (SE = .013) in bin 40 to -.046 (SE = .013) in bin 

81, all while it was playing as O’s, F(1, 198) = 1148.5, p < .001. The same experience 

that caused a great improvement for GPD (Hebbian), even causing a break in asymptotic 

performance, caused a drastic fall in performance for GPD (Delta). In other words, the 

model forgot how to play. There are two reasons for forgetting: decay and interference 

(e.g. Altmann & Gray, 2002). Since no decay was introduced in the model, and connec-

tion strengths between goal states and board states were only increased in this task, this 

phenomenon occurred solely due to interference. Some of the board states that led the 

Defender agent to win when playing as X’s, in bins 41 through 80 (while the model was 

playing as O’s), were suboptimal when playing against a non-naïve player (recall the 

naïve-player problem from earlier discussion and from Figure 17). These game-states 

would interfere with the winning game-states for GPD (Delta) after the 2nd goal-switch 

(in bins 81-120). The actual frequencies with which these suboptimal states led to the “X 

wins” goal state were lower than the frequencies of the states that are universally better 

for winning as X, and thus in the case of GPD (Hebbian), interference did not play a role 

(recall from the analysis in the beginning of Section 4.3.1 that Hebbian connection 
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strengths grow disproportionally faster in the latter trials than Delta connection 

strengths).  

Finally, given that GPD (Delta) performs the same as the other two models in bin 

80, and worse than the other models in the subsequent 40 bins, why does the GPD 

(Delta) model outperform other models, and specifically GPD (Hebbian), after the last 

goal-switch (over the last 40 bins)? The answer to this question is simple. Due to GPD 

(Hebbian) model’s excellent performance in bins 81-120, the model did not have new 

experience with which board states may lead to O winning. On the other hand, GPD 

(Delta) model’s poor performance allowed it to learn how to win as O’s.  

4.3.4 Simulation 3 

Simulation 3 provides further analysis of how the three models behave upon goal 

switching. Simulation 3 is identical to Simulation 2, with the exception that after the 

models were instantiated, they played the first 40 bins as O’s rather than as X’s. Results 

are shown in Figure 18.  

The analysis of Simulation 2 above explained in detail why GPD (Delta) may per-

form worse than GPD (Hebbian) when playing as X’s after playing as O’s, as is the case 

in Figure 18, bins 41-80, and why it may perform better than GPD (Hebbian) on the 

following goal-switch, playing as O’s after X’s, as is the case in Figure 18, bins 81-120. 

A new question that arises in Simulation 3 is, why does GPD (Hebbian) perform worse 

than RL (ACT-R) when playing as X’s?  
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Figure 18. GPD and RL vs Defender. Goal switches every 40 bins. All games shown on top. The first 

goal-switch (play as X’s after playing as O’s) shown at bottom in greater detail. Each bin contains 50 

games. The score for each game was 1, 0, or -1 for a win, a draw, or a loss, respectively. Error bars 

represent standard error. 

The answer is in GPD (Hebbian) model’s asymptotic performance throughout most 

of the games where RL is better. The model falls into a suboptimal routine (leading to 

many more draws than wins) because of its observations of how the Defender agent 

plays. The story here is that poorly focused early experience can cause long-term subop-
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timal behavior. Even here, however, the ability to learn independent of reward helps 

GPD to outperform RL in the early stages after a goal-switch. As may be seen in Figure 

18, bottom, GPD (Hebbian) outperformed RL (ACT-R) in the first 4 bins (200 games) 

with “X wins” as the goal state. A two-factor repeated measures ANOVA of the effects 

of Model Type on the average score in bins 41-44, with Bin Number as the repeated 

measure, revealed a significant a significant effect of Model Type, F(2, 297) = 78.48, p < 

.001. The Discussion section (Section 5.3) will further address where GPD and RL may 

interact, to employ GPD for greater initial performance (e.g. bins 41-44), and to over-

come suboptimal routines by means of a RL reward signal (e.g. bins 44-80).  

4.3.5 Simulations 4 and 5 

Simulations 4 and 5 were meant to answer the question as to what happens when the 

models have to play, and get to learn from, an optimal agent. Thus, the Simulation 4 

setup was similar to Simulation 2, and the Simulation 5 setup was similar to Simulation 

3, with the following exception. Instead of playing against the Defender, each model 

played against the MinMax agent in each of these Simulations. Results for Simulations 4 

and 5, averaged over 20 runs of each model2, are shown in Figure 19 top and bottom 

graphs, respectively.  

 

                                                
2 The number of model runs was 100 in the prior simulations, but only 20 here. There are 

two reasons for this. First, these simulations had long run-times (because the MinMax 

agent takes longer than the Defender to compute each move). Second, and more impor-

tantly, the flat-line trends became very clear after 20 model runs (as Figure 19 portrays).  
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Figure 19. GPD and RL performance playing against MinMax, beginning as X's (top) or beginning as O's 

(bottom). Goal switches every 40 bins. Each bin contains 50 games. The score for each game was 1, 0, or -

1 for a win, a draw, or a loss, respectively. 

GPD (Hebbian) and GPD (Delta) performance is identical against the MinMax 

agent. This is because, unlike Defender, MinMax does not make random choices at any 
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point. Its behavior is much more constrained, and thus the model experience when 

playing against MinMax is very limited. Limited experience equates to limited interfer-

ence, and thus no differences between Hebbian and Delta learning rules for GPD.  

Since MinMax cannot lose at Tic-Tac-Toe, none of the models could ever achieve 

their desired goal states. GPD models may learn by watching how MinMax achieves 

those states, whereas RL cannot learn at all in these simulations. This is not a fair 

assessment of RL, nor is it meant to be. As stated earlier, RL can do much better when 

provided with feedback based on draw and loss outcomes. However, these simulations 

make it clear that the RL mechanism has major limitations that GPD addresses –

 learning about state contingencies independently of their momentary reward values, and 

using this information in subsequent decision-making.   

Having said this, the results from Simulations 4 and 5 are fairly straightforward. In 

Simulation 4, having observed how MinMax wins as O’s in the first 40 bins, GPD 

mimics those moves, and performs better than the random actions of RL while playing 

as O’s after the first goal-switch (bins 41-80). Having observed how MinMax wins as 

X’s in bins 41-80, GPD then mimics those moves, always resulting in optimal outcome 

(a draw). Learning nothing from the constant draws in bins 81-120, performance after 

the final goal-switch (in the last 40 bins) remains at the level where it was in bins 41-80. 

In Simulation 5, having learned how MinMax wins as X’s in the first 40 bins, GPD 

mimics those moves, leading to constant draws after the first goal-switch (in bins 41-80). 

Having learned nothing from the constant draws, and not having the opportunity to 

observe how to win as O’s, GPD continues to perform at chance level in bins 81-120, 

and continues to draw with MinMax while playing as X’s in the final 40 bins.  

With this, the reason why GPD performance when playing as O’s is greater in 

Simulation 4 than in Simulation 5 becomes clear. In Simulation 4, GPD models have the 

opportunity to observe games where O’s win. In Simulation 5, the O’s never win. The 

MinMax agent never loses when playing as X’s, and after observing MinMax, GPD 

never loses when playing as X’s. Thus, there is no useful learning experience for GPD to 

help improve performance when playing as O’s in Simulation 5.  

One question still arises from Simulation 4: Why, having learned from MinMax in 

the first 40 bins, does GPD not achieve a better score? After watching MinMax play as 
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X’s, GPD achieves the best possible outcome (0) when playing as X’s, but after watch-

ing MinMax play as O’s, GPD’s average score as O’s is at about -.5. The reason for this 

is that GPD simply mimics the moves that MinMax made to win. This does not guaran-

tee that MinMax will not find a way to beat its copycat (as MinMax searches the whole 

decision tree for one best move, rather than simply retrieving a move from memory).  

4.3.6 Simulation 6 

The final simulation examines model performance with varying goals (sometimes the 

model played as X’s, sometimes as O’s), against varying opponents (sometimes the 

model’s opponent was the Defender agent, sometimes the MinMax agent). For each 

game in Simultaion 6, a model was randomly assigned to be X’s or O’s, and randomly 

assigned Defender or MinMax as its opponent. For the purposes of neater analyses, the 

models were analyzed in bins of 200 games (this is still consistent with Simulations 1-5, 

as each bin, on average, still contains 50 games of each type – e.g. each bin contains on 

average 50 games where the model plays as X’s against the Defender agent, each bin 

contains on average 50 games where the model plays as O’s against the MinMax agent, 

etc.). The overall performance of the three models, averaged over thirty model runs3, is 

shown in Figure 20. 

The GPD (Hebbian) model performs best overall (M = -.268), followed by the GPD 

(Delta) model (M = -.325), and RL (ACT-R) performed worst (M = -.529). A two factor 

ANOVA of the effects of Model Type and Bin Number on Bin Score revealed a signifi-

cant interaction effect of the two factors, F(38, 1800) = 3.236, p < .001, a significant 

main effect of Model Type, F(2, 1800) = 1408.07, p < .001, and a significant main effect 

of Bin Number, F(19, 1800) = 68.027, p < .001. Posthoc Tukey HSD comparisons 

revealed significant differences between all three model types at the p < .001 level. 

All learning effects observed in Simulations 1-5 persisted in Simulation 6. As in the 

prior simulations GPD (Delta) model’s performance when playing as X’s began to be 

                                                
3 Simulation 6 was limited to 30 model runs because it had long run-times (the MinMax 

agent takes long to compute its moves). However, 30 model runs were sufficient to 

produce clear trends and small standard error (as portrayed in Figure 20 and Figure 21). 
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hindered by interference with some amount of experience (bins 4-6; see Figure 20, 

middle; Figure 21, middle row). This fall in performance as X’s, in turn, allowed the 

model to learn from the Defender and MinMax agents how to win as O’s. Thus, the GPD 

(Delta) model acquired more knowledge than the other two models about how to play as 

O’s, and outperformed the other models when “O wins” was the goal state (see Figure 

20, bottom; Figure 21, bottom row). The RL (ACT-R) model still did not have enough 

experience and feedback to improve greatly when playing MinMax. An interesting new 

result in Simulation 6 was the decline in GPD (Hebbian) performance when playing as 

O’s against MinMax (bins 1-4; see Figure 21, bottom-right), which is due to the interfer-

ing experience from beating the Defender when playing as O’s, or watching the 

Defender win when the Defender plays as O’s.  

In sum, whenever performance of GPD models improves beyond what is possible 

by means of trial-and-error, it is due to observing how the opponent plays. Whenever 

GPD performance begins to fall, it is due to interference (having observed how bad 

moves can lead to good results, the bad moves begin to interfere with the better ones). 

Interestingly, data from this task suggests that poor performance in achieving some goal 

can allow the model to experience more of the world, which results in better perform-

ance when the model is presented with a different goal. 
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Figure 20. Simulation 6 overall results (top), filtered for when the model played as X's (middle), and when 

the model played as O's (bottom). Each bin contains 200 games. The score for each game was 1, 0, or -1 

for a win, a draw, or a loss, respectively. Error bars represent standard error. 
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Figure 21. Simulation 6 filtered results. The graphs in the left and right columns show data where the 

model opponents were Defender and MinMax, respectively. Overall results against each agent are 

displayed in top row, filtered for when the model played as X's in the middle row, and when the model 

played as O's in the bottom row. Each bin contains 200 games. The score for each game was 1, 0, or -1 for 

a win, a draw, or a loss, respectively. Error bars represent standard error. 
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4.3.7 Summary and Conclusions 

The Tic-Tac-Toe task environment was chosen both because of its complexity, as 

compared to Experiment 1, and its simplicity, as compared to other possible task envi-

ronments. The complexity of this game provided the ability to examine the effects of 

lengthy training, multitude of options, and a probabilistic environment with outside 

influences (the model’s opponent completely changes the model’s experience of the 

world). The simplicity of this game made the results of this examination tractable. 

Simulations 1 through 6 continued to provide evidence that GPD is an advantageous 

complement to RL – whereas RL was bound to its own trial-and-error experience in this 

task, GPD made use of all of the available information (e.g. what its opponent does) to 

improve performance. Additionally, the simulations provided clear evidence that the 

specifics of the associative learning rules (e.g. Hebbian vs Delta) result in different 

effects of interference and noise, and non-trivial behavioral differences in complex 

environments. These topics – how GPD and RL may complement each other, and how 

different learning rules may influence behavior – should be considered further in future 

research, and will be addressed at greater length in the Discussion section below. 

The Tic-Tac-Toe task environment was also chosen in part as a sample board game, 

to exhibit some of the scope of the proposed mechanism. Although, based on the simula-

tion in Experiment 1, it is natural to think of GPD as a decision mechanism for 

navigation, it is important to keep in mind that every task may be thought of as naviga-

tion through some decision space. The Tic-Tac-Toe simulations provide some initial 

evidence as to how GPD may be a generic, system-level decision mechanism. 

4.4 Second Life 

Simulations to fit human data, as the one executed for Experiment 1 to evaluate the fit of 

GPD to human data, are standard practice in cognitive modeling. Using board games to 

examine model performance and scope is not a novel paradigm for cognitive modeling 

either. For the final examination of the proposed mechanism I will employ a relatively 

new technological tool – the Second Life™ 3D virtual environment. Second Life is 
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populated by hundreds of thousands of online users, and perhaps millions of virtual 

objects. This technology may be of interest here not only because it affords unique 

analysis of current work, but also because it opens many doors for future research.  

The main attraction of Second Life is the same as that of robotics – embodiment. A 

large portion of human cognitive abilities is the result of the complexities and consisten-

cies of our environment. Thus, a dynamic, rich world, with physical laws and consistent 

object properties may provide greater real-world fidelity than simpler simulation envi-

ronments. For these reasons, it may be useful to employ Second Life as a modeling 

environment, as opposed to simpler environments – e.g. standard grid-like navigation 

environments (e.g. Sun & Peterson, 1998; Trullier et al., 1997; Voicu & Schmajuk, 

2002), such as the one described in Section 2.2.2. See Appendix A, Section 8.1 for a 

comparison of Second Life with robotics and other virtual environments as modeling 

testbeds. 

Said simply, the experience and behavior of a cognitive model in Second Life 

should be different from those in simpler environments. For example, in Second Life, 

like in the real world and unlike the grid-like environments, space may be viewed as 

continuous and dynamic, with physics and other agents constantly affecting the world, 

etc. When arriving at a landmark in Second Life, like in the real world, a model may 

‘see’ different things depending on side of the landmark the agent may be on (i.e. may 

see some object when approaching a given landmark from the North, but not from the 

South). Such behavior constraints may translate to nontrivial differences in simulation 

analyses and conclusions. 

Two simulations are presented below. Simulation 1 attempts to answer the question 

as to whether the structure of the environment makes a difference for GPD and RL 

models, examining how these models may scale to real-world-like complexities and 

constraints. Simulation 2 comprises qualitative exploration of Second Life as a testbed 

for future research, examining how an ACT-R/GPD agent may be able to take advantage 

of this rich and interesting world.  
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4.4.1 Simulation 1 

It is reasonable to assume that different task-environments result in nontrivial behavioral 

and performance differences for a given model/parameter-set. Thus, the mere fact that 

GPD fits human data from a simple, controlled experiment (Experiment 1) does not tell 

the whole story. Nor do the performance advantages of GPD (Hebbian) over GPD 

(Delta) and RL (ACT-R) in the Tic-Tac-Toe task tell the whole story. A high-fidelity 

simulation environment, such as Second Life, may be necessary to further examine how 

the models behave in face of real-world-like complexities and constraints. The following 

subsections (1) compare three types of the more traditional [non- Second Life] simula-

tion environments, finding sets of parameter values for best performance of the GPD and 

RL models in each of these environments, and (2) examine how the same mod-

els/parameter-sets perform in the Second Life virtual environment.  

4.4.1.1 Non- Second Life Simulations 

Let us consider three specific types of simulated navigation environments [NOT in 

Second Life]. These environments are based on the grid-like navigation environments 

traditionally used in computational simulations (e.g. Sun & Peterson, 1998; Trullier et 

al., 1997; Voicu & Schmajuk, 2002). The first of these environments (maze A, shown in 

Figure 22) allows movement in all eight directions between neighboring cells (N, NE, E, 

SE, S, SW, W, and NW). The second (maze B, shown in Figure 22) allows bidirectional 

movement in four directions (N, E, S, W). The last (maze C, shown in Figure 22) 

comprises unidirectional and bidirectional connections, without regard for grid consis-

tency. The subtle differences in these navigation environments may actually produce 

different simulation results, and require different parameter values for optimal perform-

ance. Additionally, all of these environments may be inadequate for high-fidelity 

simulations, as none of these include dynamic objects, or other real-world complexities. 
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Figure 22. Sample navigation task environments. Numbered boxes signify locations, arrows signify the 

directions in which an agent may travel. 

To begin, the three mazes were rated according to the average difficulty of finding 

each possible maze location from each possible starting point, by means of a random 

walk. Maze A required on average 181.39 steps, maze B required 369.83 steps, and 

maze C required 793.79 steps to complete. Thus, the three types of environment con-

straints represented by mazes A, B, and C may be thought of as Easy, Medium, and 

Difficult, respectively.  

For each of the mazes, the best parameter values were found for the three models 

described in Section 4.3.1: GPD (Delta), GPD (Hebbian), and RL (ACT-R). The pa-

rameter search comprised the models finding each of the sixteen states in a given maze, 

one at a time, in random order, five times. The best sets of parameter values were 

considered to be those that resulted in the least number of moves taken to find all sixteen 

states the fifth time around. Models started each maze in a random state, and could only 

move in the manner allowed by the task environment (e.g. in maze C, the only possible 

move from state 15 would be to state 14). The best parameter sets are displayed in Table 

6, and their performance is shown in Figure 23.  

 



 

     62 

Table 6. Best parameters for GPD (Delta), GPD (Hebbian), and RL (ACT-R) models for varying-

difficulty task environments. 

Maze Type  Model Type  Learning Rate  Noise  Episodic Decay  Episodic Buffer Length 

GPD (Delta)  ß = .001  ans = .01  э = .7  ebl = 50 

GPD (Hebbian)  ß = .2  ans = .01  э = .7  ebl = 100 
Maze A 
(Easy) 

RL (ACT‐R)  α = .1  egs = 5     

GPD (Delta)  ß = .005  ans = .01  э = .7  ebl = 50 

GPD (Hebbian)  ß = .1  ans = .01  э = .7  ebl = 100 
Maze B 

(Medium) 
RL (ACT‐R)  α = .1  egs = 25     

GPD (Delta)  ß = .001  ans = .25  э = .7  ebl = 150 

GPD (Hebbian)  ß = .2  ans = 5  э = .7  ebl = 50 
Maze C 
(Difficult) 

RL (ACT‐R)  α = .01  egs = 15     

 

 

Figure 23. Best results from exploration of three varying-difficulty task environments. 

 

As expected, in these multi-goal tasks GPD outperforms RL for all environment 

types. A two-factor 4x3 ANOVA, examining the effects of Model Type (GPD (Delta), 

GPD (Hebbian), RL (ACT-R), and Random) and Maze Type on the number of steps 

taken to complete the fifth bin, revealed a significant interaction effect of the two 
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factors, F(6, 708) = 18.146, p < .001, a significant effect of Model Type, F(3, 708) = 

149.553, p < .001, and a significant effect of Maze Type, F(2, 708) = 377.122, p < .001. 

Posthoc Tukey HSD comparisons revealed significant differences at the p < .001 level 

between all model types with the exception of the GPD (Delta) to GPD (Hebbian) 

comparison, which produced no significant difference, p = .994. Tukey HSD compari-

sons also revealed significant differences between all maze types at the p < .001 level. 

4.4.1.2 Second Life Simulation 

A Second Life simulation was set up to distinguish between the three sets of parameter 

values that emerged from the three types of navigational constraints described above, for 

each of the models. Thus, a total of nine unique model-parameter combinations were 

used in Second Life simulations below, corresponding to the nine rows in Table 6. A 

more exhaustive parameter search was beyond the scope of the current work, in part 

because the current Second Life setup presents some issues with speed and resources 

(see Appendix A for a more detailed discussion). 

The models were represented in Second Life as mice in a maze. The maze com-

prised randomly located poles and boxes (serving as landmarks), and three potential goal 

objects: swiss cheese, cheddar cheese, and water bowl. In addition to the natural con-

straints provided by Second Life (e.g. approaching a landmark from the North may 

present a completely different view than approaching it from the South), the complexity 

of the task, as well as its fidelity, was augmented with a greater number of objects [than 

used in the easy, medium, and difficult mazes above] (31 static objects) and the presence 

of dynamic objects (two other mice), see Figure 24. 

The Second Life ‘mouse’ script first performed a scan for 7 nearby landmarks (for 

implementation of Second Life agents, see Appendix C). The observed landmarks were 

presented to the models as navigation options, the models would choose which landmark 

to approach, and another scan would be performed. The core code for the three models, 

remained unchanged from the Tic-Tac-Toe task. The model-task interface was based on 

the Second Life XML-RPC protocol (for technical discussion of the Second Life com-

munication protocols, see Appendix A, Section 8.2). 
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Figure 24. Simulation 2, bird’s-eye view (top), and a close-up (bottom). 
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For each model run, the model was instantiated with one of the parameter sets from 

Table 6, and ran for ten bins. Each bin within a model run comprised finding “cheddar 

cheese”, “swiss cheese”, and “water bowl”, in random order. Goals were never instanti-

ated twice in a row, such that if the last goal of bin 1 was “water bowl”, the first goal of 

bin 2 had to be either “cheddar cheese” or “swiss cheese”. If the model could not find its 

goal for a total of 500 steps, the next goal would be instantiated. By the end of the 

simulation, data was collected for 72 RL (ACT-R), 54 GPD (Delta), and 51 GPD (Heb-

bian) model runs (24, 18, and 17 model runs for each of the three parameter sets, for the 

three models, respectively). 

The results from this simulation are shown in Figure 25. The parameter value sets 

that performed best on maze C (the Difficult maze) were consistently better than the 

other parameter sets in the Second Life simulation, across all model types, and across all 

bins. A repeated measures two-factor ANOVA of the effects of Model Type and Pa-

rameter Type (best for Easy, Medium, or Difficult navigation environment) on the 

number of steps needed to finish a bin, with bin number as the repeated factor, revealed 

a significant interaction effect of the two non-repeating factors, F(4, 169) = 14.892, p < 

.001, a significant main effect of Model Type, F(2, 169) = 16.808, p < .001, and a 

significant main effect of Parameter Type, F(2, 169) = 71.925, p < .001. Posthoc Tukey 

HSD pairwise comparisons revealed significant differences between all parameter types 

at the p < .001 level. 

The performance of the three models with the best parameter values (the parameter 

value sets from the three bottom rows of Table 6) is further examined in Figure 26. 

Random model performance in this task environment (calculated as the average first-bin 

performance of every RL model, drawn as the black dotted line in Figure 26) is 227.8 

steps per bin (SE = 30.5). With this in mind, a few questions arise about the graph in 

Figure 26. First, why does the performance the GPD (Hebbian) model progressively 

become worse than random? Second, why does the GPD (Delta) model initially begin to 

perform better than random, and does worse than random at the end, and are these real 

effects? Finally, why do GPD (Delta) and RL (ACT-R) models perform at chance level 

for most of the simulation, and what does this mean? 
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Figure 25. Parameter set comparison using Second Life simulation. 
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Figure 26. Performance of the best parameter sets in the Second Life mice-in-a-maze simulation. Error 

bars represent standard error. 

The answer to the first question is partially obvious – the GPD (Hebbian) model 

kept on strengthening some associations between landmarks and goals that were actually 

irrelevant to those goals. The fast growth of connection strengths that seemed to be 

helpful for GPD (Hebbian) in the Tic-Tac-Toe simulations is actually hindering the 

model’s performance given the complexity of Second Life. The GPD (Delta) model, on 

the other hand, which was slower to achieve high performance in Tic-Tac-Toe (see 

Figure 20, top), actually performs better in this task environment because it does not fall 

into suboptimal routines nearly as quickly. This does not mean, of course, that the Delta 

rule is ‘better’ than the Hebbian rule for GPD. First, no such conclusions may be drawn 

prior to an exhaustive parameter search for the two models in this task, which is beyond 

the scope of the current work. Second, much of the poor performance displayed by the 

GPD (Hebbian) model was the result of being ‘stuck’ at one particular landmark that 

seemed like the best option, given some goal. This behavior would be alleviated if there 

was a growing negative reward signal for actions that are not leading to the goal (the 
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model should get anxious). In other words, even if the Hebbian learning rule is correct, 

and the parameter set is acceptable for the environment, without the integration of GPD 

and RL (and other cognitive mechanisms), performance will suffer. 

To answer the second question, the GPD (Delta) performance in bin 4 is signifi-

cantly better than random-level performance, ttwo-tail(27.323) = 2.321, p < .05. However, 

the difference between GPD (Delta) and random performance in the last bin is not 

statistically significant, ttwo-tail(19.013) = .832, p = .42. This should not be taken to mean 

that the GPD (Delta) model never gets ‘stuck’. In fact, some GPD (Delta) model runs 

produced upwards of 1000 steps/bin in bins 5-10. This model does seem to reach better-

than-random performance earlier than RL (ACT-R), which is consistent with the find-

ings in Experiment 1 and the Tic-Tac-Toe simulations. Ultimately, however, navigation 

by association strength, without the use of a reward signal, seems to be suboptimal in 

this complex environment. Again, a greater parameter value exploration is required here, 

as is the integration of the GPD and RL decision mechanisms, and these research direc-

tions will be pursued in future work. 

The final question regards how little the models vary from chance-level perform-

ance. Indeed, it is not only the GPD models that become ‘confused’ with the amount of 

associations formed with the added complexity of Second Life. RL (ACT-R), which is 

not influenced by interference from all the landmarks that the model looks at, and only 

remembers whichever landmarks led to its goals, does not seem to part from random-

level performance for the first 8 bins. A one-way repeated measures ANOVA, with bin 

number (1-8) as the repeated factor, found no significant differences between the RL 

(ACT-R) model and random-level performances, F(1, 94) = .601, p = .44. In the last 2 

bins RL performed better than chance-level, F(1, 94) = 4.976, p < .05.  

What these results highlight, once again, is that Second Life is a complex task envi-

ronment, much different from the mazes described in Section 4.4.1.1, the simplified 

controlled environment from Experiment 1, or even the Tic-Tac-Toe task. The parameter 

values and model implementation choices (e.g. Delta vs Hebbian) that may be equivalent 

in fitting human data in a controlled study, or may achieve high performance in grid-like 

navigation environments, may not always scale equally. Future research must address 
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modeling in this type of a high-complexity high-fidelity environment, to test the scope 

and scalability of any proposed model and/or parameter values. 

4.4.1.3 Summary and Discussion 

Simulation 1 directly compared the performance of model-parameter combinations for 

GPD and RL models between Second Life and the more traditional simulation environ-

ments. In sum, the parameter values derived for the most complex of the traditional 

simulation environments yields the best results in the Second Life simulations, however, 

the real-world-like complexities of Second Life revealed performance trends that could 

not be predicted by any of the simpler simulation environments. Specifically, GPD 

(Hebbian) and GPD (Delta) model performance worsened as the simulation went on, 

with the GPD (Delta) model showing advantages over RL (ACT-R) only in the early 

stages of the task (bin 4).  

Although simulations from Experiment 1 and the Tic-Tac-Toe task also suggested 

that GPD is most advantageous early after a new goal is instantiated, the Second Life 

simulation goes further to suggest that GPD may not be an appropriate mechanism in the 

latter stages of goal-driven behavior for sufficiently complex task environments. In other 

words, GPD may be appropriate for an agent dealing with new goals; however, once a 

goal is reached, RL-type decision-making may take over. This hypothesis, derived with 

the help of the Second Life simulation environment, may need to be further explored in 

the same type of highly complex environment in future work.  

4.4.2 Simulation 2 

As suggested by the results from Simulation 1, a real-world-like, highly complex, 

dynamic simulation environment may be necessary for further research of the GPD and 

RL mechanisms and their interaction within a cognitive architecture. Simulation 2 is 

meant to be a springboard for such research. This simulation comprises a qualitative 

exploration as to how a GPD model, embedded in the ACT-R cognitive architecture, 

may be able to take full advantage of the rich and interesting world provided by Second 

Life.  
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Specifically, this simulation examines how the ACT-R/GPD model from Experi-

ment 1 may explore and navigate a large object-rich region – a Second Life replica of 

the Washington Square Park in Manhattan (Figure 27). This goes beyond Simulation 1 

in several ways. First, and most obvious, the number of objects in the model’s world is 

much greater in this uncontrolled setting. Simulation 1 was bound to a small plot of land 

(5.5m2), where the agents could only ‘see’ nearby objects created by their owner (this 

was done to create a more controlled environment, such that the models would not 

attempt to approach a nearby object or follow a passer-by avatar4, thereby getting lost 

and creating anomalies in the simulation data). Simulation 2, on the other hand, had no 

such restrictions. The model was able to see any object or avatar within its scan range, 

and could choose to approach any of these by walking toward them (models were not 

endowed with flying or jumping abilities).  

Second, the model was given the ability to explore Second Life regions where 

scripted objects (like the mice from Simulation 1) were restricted. To achieve this, the 

scripted object interfaced with a cognitive model was attached to an avatar. The neon-

blue sphere floating above the avatar’s head in Figure 27 is an object scripted to interact 

with the model. In this manner, the model can directly control the movements of the 

avatar.  

Third, the object sizes and spacing in Simulation 2 vary to a greater degree than in 

Simulation 1. To recall, this matters immensely because in this virtual environment, like 

in the real world, approaching some landmark from the North will present a different 

view than approaching the same landmark from the South. This presents greater associa-

tive inconsistencies when the landmark is a large building (as may be the case 

Simulation 2), rather than a thin pole (as was the case in Simulation 1).  

                                                
4  An avatar is a Second Life representation of a human resident, usually controlled by 

the human user. Avatars have humanoid looks (i.e. arms/legs), and distinct capabili-

ties/functionality from other objects (e.g. user avatar disappears when user logs off). 

Some objects may be ‘attached’ to avatars (e.g. a hat may be attached on the head, a 

sword on the hip, or a cup on the hand). 
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Additionally, a change in interface protocol was implemented in Simulation 2. Sim-

ply said, the XML-RPC protocol employed in the Simulation 1 is sometimes unreliable 

and considered deprecated ("Category:LSL XML-RPC - Second Life Wiki," 2009). 

More importantly for the focus of this simulation, it also limits how much information 

may be sent to the model at each perceive-think-act cycle (256 character string; this puts 

a substantial limitation on the number of objects and the amount of object features that 

may be perceived by the model). For these reasons, all communication was implemented 

through an intermediary web server. See Appendix A, Section 8.2 for a discussion of the 

various techniques of interfacing a cognitive model with Second Life.  

The script performed a regular scan of nearby objects with a radius of 2m. If less 

than 5 objects were detected, the radius was increased, and another scan was re-initiated, 

until at least 5 objects were detected. Much more information was collected and trans-

ferred to the ACT-R model than was necessary (e.g. object position, velocity, size, etc.), 

as this helped to examine the technical limitations of the setup. In addition, information 

sent to ACT-R included a timestamp, and the latest received motor command. 

The ACT-R/GPD model code remained unchanged from Experiment 1. The model 

was manually fed various objects as its goals (e.g. fountain, bench, store), one at a time. 

The ACT-R visual information (visicon) was filled with Button objects, each Button 

containing the name of its corresponding Second Life object from the last scan. Upon 

clicking one of the button objects, a command would be sent to the Second Life avatar to 

move toward the corresponding object.  
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Figure 27. GPD exploring a park in New York.  

 

4.4.2.1 Results and Discussion 

The focus of this simulation was to test whether and how an embodied GPD agent may 

be able to interact with a rich and distractor-full virtual world, going beyond the con-

trolled environment in Simulation 1. To this effect, it seems that the simulation was a 

success, with the exception of a few technical issues discussed in the following para-

graphs. Figure 27 shows a snapshot of the ACT-R/GPD model exploring an object-rich 

region, Washington Square Park in Manhattan. The model was able to autonomously 

explore the complex layout, building up associative links between the various landmarks 

of the region, and using these associative connections in further goal-driven behavior.  

One aspect of this simulation that began to stand out from traditional cognitive 

modeling was the autonomy and the interesting behavior of the agent. Other than to 

specify new goals, the experimenter became an observer, as the model explored the 

region, learned, and found its goals. The stimulus-rich environment brings to mind 

Herbert Simon’s famous “ant on the beach” parable (Simon, 1996), describing how 

much of the interesting behavior of the cognitive agent is not due to the complexities of 

cognition, but rather the complexities of the environment.  
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Like Simulation 1, Simulation 2 also suggests the need for GPD and RL mecha-

nisms to be integrated for greater cognitive fidelity. Specifically, many times the agent 

would continue to pursue the nonviable paths, whereas with the ability to learn negative 

reinforcement, this behavior may have been avoided. Agent autonomy would be en-

hanced through GPD and RL integration, as well. Ultimately, a cognitive agent with 

integrated GPD and RL mechanisms may be given a set of progressively complex goals 

(e.g. find food, play with building blocks, build house, etc.), and instantiated in Second 

Life for long-term development. Such an agent would explore and learn both the asso-

ciative and the reward structures of its world, and should display steady performance 

growth on each task and skill transfer across tasks.  

Some technical issues were discovered as a result of this simulation (see Appendix 

A, Sections 8.2 and 8.3 for more extensive commentary on Second Life technical issues 

and limitations, and potential resolutions for some of these). For example, although the 

model was able to successfully navigate most of the region, some distant objects were 

unreachable due to the chosen scanning procedure. Thus, long-distance vision, as 

opposed to spherical scanning, may be necessary for most exploratory agents. Whereas 

spherical scans may be roughly equivocated to a sense of smell (for simulating mice in a 

maze), cone-like long-distance scans may be a necessary implementation in future 

models to simulate vision. 

Another issue was that Second Life scripts are relatively restricted in memory 

(16KB total for Byte-code, Stack, Free Memory, and Heap). This may be a serious 

restriction for collecting data about the state of the agent and keeping a copy of the prior 

state (prior state information may be necessary to avoid sending unchanged information 

to the model, saving both speed and bandwidth). This is not an issue when world-state 

contains only the last taken action plus the names of a few surrounding objects, but 

becomes an issue when collecting all possible information (object id, name, description, 

position, direction, velocity, dimensions, etc.) for a large number of objects. See Appen-

dix A, Section 8.3.1 for further discussion and a potential workaround. 

Yet another issue was communication speed, with the intermediary web server caus-

ing unnecessary delays. This may not be in an issue with future Second Life 

communication protocols (see Appendix A, Section 8.2). However, from the perspective 
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of future research in cognitive modeling, it is clear that Second Life may NOT be 

employed for modeling millisecond response times, nor is it appropriate for large-scale 

parameter exploration because of speed issues. Rather, Second Life would be best used 

for modeling performance, and learning curves. Specifically, Second Life may be 

employed for future research in (1) testing the scope of models’ learning/decision-

making mechanisms in complex and dynamic, distractor-full environment, (2) modeling 

adaptation and skill transfer, and (3) social modeling.  

4.4.3 Summary and Discussion 

Driven by the hypothesis that the Second Life virtual environment bears greater fidelity 

to the complexities and constraints of the real world than do traditional (grid-like) 

simulated navigation environments, Simulation 1 contrasted GPD and RL performance 

for Second Life maze navigation with that for grid-like mazes.  The results of the 

simulation suggest that simple grid-like environments do not produce performance 

rankings representative of real-world-like complexities. Specifically, the GPD (Hebbian) 

model performed at the same level as GPD (Delta) and better than RL (ACT-R) in all 

grid-like mazes, whereas in the Second Life maze, GPD (Hebbian) performed much 

worse than the other two models, and GPD (Delta) model performance showed advan-

tages over RL (ACT-R) only in the early stages of the task (bin 4) and disadvantages at 

the end of the task (bins 9 and 10). The most difficult of the grid-like environments (with 

uni- and bi-directional connections) seemed to be the most representative of the Second 

Life simulation environment, producing parameter value sets that translated better than 

those from the simpler mazes.  

With the Second Life simulation environment showing much promise as a testbed 

for future research, Simulation 2 attempted to take the full advantage of the richness and 

complexity of this environment. This simulation comprised a qualitative analysis of the 

GPD model, embedded within the ACT-R cognitive architecture, exploring an object-

rich region in Second Life. Some issues arose in this simulation – for example, a need 

for long-distance vision (as opposed to spherical scanning). Technical issues aside, it 

seems that taking the model out of controlled settings, and letting it explore a rich, 

dynamic, and interesting virtual world, holds great promise for future evaluation of the 
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GPD mechanism, its integration with RL and other cognitive mechanisms, and its role in 

autonomy, developmental cognition, foraging, and skill transfer.  

These simulations further insinuate that Second Life’s complexity and constraints 

may help to avoid some ‘false positives’, as well as ‘misses’ in cognitive modeling. A 

false positive may occur when a cognitive model accounts for human data in a simplified 

task environment, but cannot scale to real-world complexity. A miss may occur when a 

cognitive model cannot fit human data without the added complexity and constraints of 

the real world; thus, the use of a simplistic simulation environment may cause for the 

model to be incorrectly dismissed. Specifically, Simulation 1 revealed aspects of GPD 

performance that were not obvious from empirical modeling in Experiment 1 – the 

possibility of GPD performance worsening over time. In part this is because Experiment 

1 was extremely simple. However, all controlled human experiments require extreme 

amounts of simplification due to resource constraints (e.g. as simple as Experiment 1 

was, it took one hour for each participant; a more complex study may have taken on the 

order of weeks, and would immensely reduce the subject pool).  

In sum, the Second Life virtual simulation environment revealed what simpler em-

pirical simulations could not – that in a complex environment, the GPD mechanism may 

be disadvantageous to an agent at the latter stages of the task. Results further suggested 

that coupling GPD with RL may resolve this problem. The virtual world bears greater 

similarity to real world [in terms of complexity and constraints] than traditional grid-like 

navigation/foraging simulation environments, which translates to non-trivial differences 

in terms of model behavior. Additionally, the Second Life richness, dynamics, and 

constraints may play an essential role in the autonomy of the model and emerging 

behavioral phenomena. Thus, Second Life warrants special consideration as a testbed for 

future research, to be employed in complement with empirical data modeling. 
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5.  Discussion 

As Section 1.3 points out, cognitive science is a broad field, with many interrelated 

topics that are tangential to this thesis. Nevertheless, it is appropriate at this point to 

discuss how the current work, and the proposed cognitive mechanism, GPD, may relate 

to some of these topics.  

5.1 Memory Explosion 

One question that may arise from the way in which GPD is implemented has to do with 

the explosion in memory with association links between all possible navigation spaces. 

To answer this, first it should pointed out that GPD employs landmark-based navigation. 

Literature supports the notion that humans/animals represent the environment as a set of 

associations between landmarks, rather than a geographic map (for a review see Bennett, 

1996). Thus, a GPD model can consider the virtual environment as a set of geographic 

landmarks linked together like a web by the constraints of their interproximity. This 

greatly reduces the amount of memory needed to represent the environment. 

Second, humans do not remember all of the states that they have ever encountered, 

nor how all of these states link together. Decay and eventual deletion of connections is 

appropriate to implement in any associative learning system, and should be considered in 

future research. Another memory-saving mechanism that should be considered in future 

research is generalization. It is possible that by means of generalization humans avoid 

having to remember the specifics of every state, which saves additional memory. Thus, it 

may be essential for GPD to be integrated with mechanisms for connection decay and 

generalization, which should alleviate memory explosion to a great degree. 

5.2 Associative Learning 

Associative learning is at the core of GPD. However, associative learning is a very wide 

topic in cognitive science, and cannot be fully addressed in this thesis. Some of the 

differences between Delta vs Hebbian learning rules have been discussed, however it has 

not been made obvious which of these learning rules is correct, nor have these forms of 

learning been explored to a full extent.  
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One specific alteration to the Deta learning rule that should be considered in future 

work has to do with broken expectations. In general, error-driven learning adjusts the 

expected temporal proximity of two items (represented as the associative strength 

between these items) to their actual (currently experienced) temporal proximity. How-

ever, the current implementation does not update the expected association strength when 

the expectation fails altogether. For example, if item j is expected to appear right after 

item i, and appears much later than i, their strength of association is lowered; however, if 

j does not enter the episodic buffer until after i leaves the episodic buffer (recall that the 

episodic buffer is a FIFO queue, and episodic buffer length, ebl, is a free parameter in 

the model), their association strength remains unchanged. This alteration to current 

implementation may make a great difference, and will be thoroughly addressed in future 

studies, and contrasted with the current implementations of Delta and Hebbian learning 

rules.  

5.3 Integration of GPD and RL 

As pointed out throughout this thesis, GPD is not meant to replace RL as the sole model 

of human decision-making. Rather, the two mechanisms may complement each other. It 

is clear from the literature and the experiments in this thesis that humans [and animals] 

make better-than-chance decisions in the absence of reward. However, human choice is 

based, in large part, on reward and punishment, as well. RL models of human choice 

have been supported with evidence from psychological and biological studies (e.g. 

Holroyd & Coles, 2002). Additionally, as was alluded to in Section 4.3.1, RL can trump 

GPD performance on many types of tasks by making use of differential reward signals 

for different end-states (e.g. in Tic-Tac-Toe an agent may be rewarded 1, 0, and -1 for a 

win, a draw, and a loss, respectively).  

To speculate how the two mechanisms might interact, I would like to refer to some 

of the results from the Tic-Tac-Toe and Second Life simulations – specifically, the 

comparison of GPD (Delta) and RL (ACT-R) models shown in Figure 18 (bottom) and 

in Figure 26. A trend that becomes apparent in these figures is that GPD can initially 

perform better than RL where little trial-and-error experience is available (bin 41 in 

Figure 18, bottom; bin 4 in Figure 26), and is overtaken by the performance of RL in the 
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subsequent trials. Thus, GPD may be used in decision-making only until reward is 

available, at which point RL may take over. In other words, GPD may be useful for 

approximating what a reward signal would be (based on its association strength to a goal 

state which holds inherent reward value), prior to the availability of the actual reward 

signal.  

5.4 Approach versus Avoidance 

A major part of human decision-making has to do with avoidance behavior. The RL and 

GPD decision mechanisms described in this paper predict which states to approach, 

given some goals. However, this only addresses seeking behavior (e.g. seek object 

named “cheddar cheese”), and overlooks that a cognitive agent may have simultaneous 

avoidance goals (e.g. avoid object named “cat”). In almost any task there is a complex 

interaction and compromise between simultaneous approach and avoidance behavior 

(e.g. dribble the ball towards the basket, but avoid the defender; these simultaneous 

goals do not make the offensive player go forwards and backwards, but rather to ap-

proach the basket in diagonal crossing movements). GPD should be able to predict not 

only which states have the strongest proximity values with the goal objects, but also 

which states have the weakest proximity to objects that warrant avoidance. RL may be 

useful in establishing the positive or negative utility of various states, and GPD may help 

to establish which other states are likely to be on the way toward or away from these 

positive and negative states, respectively.  

5.5 Planning 

Planning is a major topic in cognitive science, and is closely related to theories of 

immediate behavior, like GPD and RL. It is assumed by theories of planning that actions 

may be attempted in the head, prior to their execution in the world. However, most 

planning architectures employ serial breadth-first or depth-first search to find a given 

goal (e.g. the MinMax agent described in 4.3.1). The search-time for such planning 

algorithms explodes for any moderately-complex task domain. Thus, the question is not, 

to plan or not to plan, but rather, which plan paths should be considered, and in what 

order? Model-based RL framework (Sutton & Barto, 1998) partially alleviates the search 
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problem, using RL to explore action paths during planning. A popular cognitive archi-

tecture, SOAR (Newell, 1990), requires production rules that reflect human strategies, 

and only considers these production rules in the planning search. Additionally, recent 

work with SOAR has attempted to add RL constraints to the architecture as well (Nason 

& Laird, 2004). The suggestion from current work, of course, would be to integrate GPD 

with RL, and to use the combination of these mechanisms to attempt actions in the head 

prior to attempting these actions in the world. 

5.6 GPD integration in Cognitive Architectures 

The suggestion thus far has been that it may be necessary to implement GPD with other 

cognitive mechanisms for a more complete account of human cognition and a more 

thorough appraisal (especially in complex task environments). Associative learning, 

reinforcement learning, approach/avoidance, and planning mechanisms have been 

implicated earlier in this section as being integral to better GPD performance [and 

greater cognitive fidelity]. Integration with these and other mechanisms (e.g. categoriza-

tion, selective attention, drives/emotions, etc.) may be helpful to account for more of 

human cognition and behavior. For these reasons, it may be more appropriate to continue 

with the examination of GPD as a part of an integrated cognitive framework, like ACT-

R, rather than a standalone mechanism. 

GPD implementation in ACT-R was made easier because ACT-R includes some 

cognitive components that are necessary for this implementation (i.e. declarative mem-

ory, association strengths, and spreading activation mechanism). Additionally, GPD may 

benefit from further integration with inherent ACT-R features. For example, ACT-R’s 

activation decay mechanism may turn out to be a more cognitively plausible substitute 

for the GPD episodic decay mechanism (currently implemented separately from ACT-R 

activation decay for the sake of simplicity; Sections 3.1.2, 3.2).  

Although GPD fits naturally within the ACT-R theory, ACT-R integration should be 

considered a proof of concept, and GPD should not be overlooked by other cognitive 

architectures. For example, the CLARION cognitive architecture (Sun & Peterson, 1998) 

creates explicit plans from implicit RL utility networks. In the same manner, where no 

reward signal is yet available, initial plans may be extracted from associative knowledge. 
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Another implementation choice may be to simply employ GPD to guide the model 

towards goals where no reward is available, thus speeding up the formation of the RL 

networks and causing the explicit plan structures to emerge at a faster rate. In another 

example, the SOAR cognitive architecture contains generic rules, and a SOAR model 

will attempt to apply these rules to all applicable objects. The order in which objects are 

selected for rule execution can be augmented by means of GPD – where the objects that 

are more often experienced in proximity with some goal element become more likely to 

be chosen for rule application before other, less-relevant objects.  

5.7 Second Life 

Much emphasis in this thesis was placed on the Second Life technology as a tool for 

cognitive modeling, and specifically GPD examination. The Second Life virtual envi-

ronment provides a natural cover story for juggling multiple goals in the same 

environment (e.g. mice looking for cheese or water) – which is a direct reference back to 

the 2-goal problem (Section 1.1). Navigating in a virtual environment bears more 

resemblance to the real world than traditional simulated navigation environments (recall 

the discussion from Section 4.4), thus helping to dress up the multi-goal problem with 

greater-fidelity complexity and constraints.  

In addition, this technology provides a unique platform for future research. Second 

Life may be important for future examination of GPD [and other models] for scalability 

and scope testing, skill-transfer simulations and long-term model development, emerging 

behavioral and social simulations, etc. Because Second Life affords a way to quickly and 

easily create new tasks for the model, it may be useful for studying how GPD will 

interact with RL in approach/avoidance behavior in a soccer match, or how the skills 

acquired during a game of soccer may translate to driving, etc. This technology provides 

a very rich, dynamic, and interesting world, (compared with the simple simulation 

environments that are typical in cognitive modeling), that is well-supported and easy to 

use and to redesign as needed (compared with robotics), with unlimited tasks, and the 

opportunity for long-term development for a cognitive agent. Some Cognitive Science 

researchers have already begun to explore Second Life for demo and simulation pur-

poses (e.g. Burden, in press; Merrick & Maher, 2009; Rensselaer Polytechnic Institute, 
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2008), but more work with this environment is needed to take full advantage of its 

features. 
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6. Summary and Conclusions 

The purpose of this thesis is to propose a decision mechanism that may explain how 

humans make decisions in the absence of prior reward/punishment. The proposed 

mechanism, GPD, predicts that when selecting between two choices in pursuit of a goal, 

and with all else being equal, the agent should decide on pursuing the choice with the 

highest goal-choice association. Associations between any two items, in turn, are 

strengthened in proportion with the experienced temporal proximity of those two items.  

Two experiments and two simulation environments are described to provide initial 

tests of cognitive plausibility, scalability, and efficiency of GPD as compared to a 

decision mechanism based on reward/punishment (RL). Results from Experiment 1 

provide evidence that GPD can account for human performance where RL cannot, 

accounting for human efficiency on trials preceding any reward/punishment. Experiment 

2 provides further support that humans can perform above chance level without any 

reward signal, employing the incidental-learning paradigm. Finally, GPD is examined in 

the context of the Tic-Tac-Toe board game, and Second Life virtual world exploration. 

The two simulation environments extend the scope of GPD, expose the differences in the 

impact of two associative learning rules (Delta and Hebbian learning) on GPD perform-

ance, and begin to suggest how GPD and RL may be integrated in future research (with 

GPD being most useful for initial goal-driven behavior, and RL taking over once reward 

information is available). Additionally, the Second Life virtual world is examined as a 

testbed for future research – providing real-world-like complexity and constraints (e.g. 

physics engine, dynamic objects, etc.) along with virtually unlimited tasks (e.g. soccer, 

driving, tower of Hanoi, construction, etc.).  

Overall the four tasks provide initial support for GPD as a complement to RL-based 

decision-making in modeling human choice. It is obvious from the literature, data, and 

intuition that humans can make better-than-chance decisions in the absence of reward or 

punishment. To achieve human-level efficiency in decision-making, a cognitive agent 

must employ all of its knowledge, not just procedural knowledge based on the reward 

signal.  

Specifically, an agent using only reward information for decisions will display ran-

dom-level performance whenever faced with a new goal, regardless of how much 
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experience the agent may have had in the environment (recall the 2-goal problem, 

Section 1.1). If human decision-making was limited to RL, then a person who walks by a 

post office every day on their way to work, when faced for the first time with the goal of 

mailing a package, would think, “let’s try a random route, see how that works.” GPD, on 

the other hand, predicts that in this scenario the person would be able to recall where the 

office is (i.e. the route/landmarks associated with the post office), and proceed via this 

route.  

To relate this back to the traditional psychological theory (recall Section 2.1), what 

is suggested in this thesis is that human decision-making is best described as an interplay 

of Thorndike’s law of exercise and law of effect, rather than one or the other. Thus, in 

addition to the stimulus-response (S-R) reward-based utilities, humans can employ 

stimulus-stimulus (S-S) association strength information to make decisions.  

Current work goes further to suggest that the learning mechanism by which the S-S 

connection strengths are updated can result in non-trivial behavioral differences. Two 

types of associative learning were compared in this thesis: Delta and Hebbian learning 

rules. Although simpler empirical simulations, such the one described for Experiment 1 

(Section 4.1) do not provide enough complexity to display a clear contrast between these 

learning rules (recall the discussion in Section 3.1.2, Figure 6), the Tic-Tac-Toe and 

Second Life simulations (Sections 4.3 and 4.4) displayed sufficient differences in GPD 

performance based on Delta and Hebbian learning rules. These simulations revealed that 

GPD (Hebbian) may be more susceptible than GPD (Delta) to stable habitual behavior 

based on early experience. These differences translate into better performance for GPD 

(Hebbian) over GPD (Delta) in the Tic-Tac-Toe simulation, and worse performance in 

the Second Life simulation.  

No definitive conclusions may be drawn from this thesis as to which associative 

learning mechanism may be more appropriate for GPD. However, this thesis does make 

at least two arguments suggesting a preference for the Delta learning rule. First, the 

argument that was presented throughout Section 4.4 is that Second Life is a high fidelity 

simulation environment. It bears much real-world resemblance in terms of dynamics and 

complexity, and its physical and geospatial consistencies. Thus, the poor performance of 
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GPD (Hebbian) in Second Life navigation may be telling of the inadequacies of this 

mechanism.  

Second, as argued at length in Section 3.1.2.1, GPD (Delta) is more compatible with 

the ACT-R theory than GPD (Hebbian). Perhaps this is not a strong argument for 

researchers looking to implement GPD in a different cognitive architecture. However, 

given that the current work specifically showcased a GPD model implemented within 

the ACT-R framework, it is appropriate at this point to draw some conclusions specific 

to the ACT-R/GPD implementation. Namely, GPD (Delta) seems to fit well within the 

ACT-R theory and framework, building on inherent ACT-R mechanisms (declarative 

memory, association strengths, spreading activation from the goal), and accounting for 

human data where the ACT-R current decision mechanism does not.  

GPD extends ACT-R by providing a specification for how decisions in the architec-

ture may be made by means of the declarative, rather than the procedural module. Two 

more questions are suggested for further integration of GPD within the ACT-R architec-

ture. First, the activation of chunks in episodic memory, as implemented in this thesis, is 

a simplification. For full functionality, and greater ACT-R compatibility, future work 

should address the use of the actual ACT-R chunk activation mechanism. Second, future 

research must address how GPD and RL interplay in ACT-R decision-making. Whereas 

the current thesis examines the two mechanisms separately, it is ultimately necessary to 

establish how the two mechanisms interact, and when the cognitive agent would employ 

each.  

An additional area of future research with ACT-R/GPD that the current work begins 

to explore is modeling in Second Life. The second simulation of the Second Life section 

(Section 4.4.2) examines the ability of an ACT-R/GPD model to navigate freely in a 

complex object-rich Second Life region. Although some technical issues are left to be 

resolved, it may be concluded from the simulation that future modeling efforts can take 

advantage of this rich, interesting, complex, dynamic, physics-bound environment. The 

use of complex environments may serve as a useful complement to traditional empirical 

data modeling.  

In sum, the proposed decision mechanism, GPD, seems to be a fitting complement 

to the traditional RL decision mechanism in explaining human behavior. GPD accounts 
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for human decisions where RL does not – when humans are presented with new goals. 

The scope of the proposed mechanism seems to extend from maze navigation to naviga-

tion of other decision spaces such as board games. The most crucial outstanding issue in 

this line of research seems to be one of integration. Namely, how do GPD and RL 

mechanisms interact in human cognition? Does GPD account for initial decisions (before 

reward), and RL for all consequent ones?  

Future work will address this issue, as well as the integration of GPD with other 

cognitive mechanisms, like categorization and selective attention. Another important 

question to address is how GPD and RL may account for avoidance behavior (as op-

posed to the seeking behavior). Finally, the proposed mechanism, will be further 

examined in the context of the Second Life virtual environment, as this seems to be a 

promising simulation environment, allowing for a great variety of tasks (e.g. soccer, 

building blocks, driving, etc.), and real-world-like complexity and constraints. 
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8. Appendix A: Second Life Technical Issues and Limitations 

8.1 Second Life versus other high-fidelity simulation environments 

8.1.1 Second Life in contrast with Robotics 

There are many limitations to working with robots in the physical environment, versus 

simulated agents in virtual reality. In addition to the financial expenses, one major 

problem is that robotics work involves disproportionally more work on the ‘body’ as 

opposed to the ‘mind’. In the end, a slight change to the task environment (e.g. taking a 

driving robot off-road) may require changes in both sensory and motor mechanisms.  

While biological agents are endowed with appropriate sensory-motor systems for 

their world, and virtual agents for theirs, robotic agents are in no way equipped to handle 

the dynamics of the real world. For example, the total number of sensors on a typical 

robot pales in comparison with the number of sensors that a person has on a single 

finger. Virtual worlds like Second Life provide for environmental complexity and 

fidelity, as well as proportionally suitable sensory-motor abilities of virtual agents. Said 

simply, by using Second Life as opposed to a robot platform, researchers may be able to 

focus on cognitive research, and avoid unnecessary investments of time and finances.  

8.1.2 Second Life in contrast with other Virtual Environments 

Many other virtual simulation environments exist, and may be used for cognitive model-

ing. Some of the alternatives have better graphics, which can be very useful for demo 

purposes, some have a faster interface for brain-body communication, etc. However, due 

to the sheer size of the Second Life user community, due to its steadily increasing 

popularity, it makes for a much richer, ever-growing world. Additionally, the commer-

cial value of Second Life is reflected in greater expansion of its technical capability and 

technical support. Using Second Life over a less popular simulation environment may be 

equated to using the World Wide Web over a Bulletin Board System. 
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8.2 Interfacing a Cognitive Model with Second Life 

The Second Life programming language, LSL (Linden Scripting Language), is required 

for interfacing Second Life objects with cognitive models. Although the core of the LSL 

algorithm is relatively simple (capture and send sensory information to model; perform 

any actions returned by the model), some complications are bound to arise. The follow-

ing subsections describe some of the issues for interfacing a cognitive model with 

Second Life. For purpose of clarity, the computational resources having to do with the 

cognitive model will be referred to as brain-side, whereas the Second Life script re-

sources responsible for sensation and action will be referred to as body-side.  

There are currently two Second Life communication protocols. The first is a brain-

side driven XML-RPC protocol (XML-RPC is a standard for XML structure for sending 

function calls to remote systems), the second is a body-side driven HTTP protocol. One 

of the problems with the first of these methods is that the XML-RPC service sometimes 

unreliable, and currently deprecated due to a Second Life server bottleneck 

("Category:LSL XML-RPC - Second Life Wiki," 2009). Another problem is that very 

little information may be sent using this protocol (one integer and one 256 character 

string). This latter problem would not be a major issue by itself, but in conjunction with 

the slow message rate (about 1 call per second), this becomes a serious restriction.  

There are at least two problems with the body-side HTTP protocol, as well. First, it 

may be theoretically incompatible with cognitive architectures requiring central-

executive processing control (although this issue may be resolved through clever brain-

side workaround). The greater issue has to do with potential brain-side network restric-

tions. When a computer running a cognitive model is using DHCP, or if it is behind a 

firewall, it may not be capable of receiving HTTP calls from body-side. One resolution 

to these problems may be a dedicated web server for interfacing models with the Second 

Life world (Figure 28). The dedicated server would receive sensory information from 

body-side and action requests from brain-side, returning the requested actions to the 

former and sensory information to the latter. This may or may not also be faster than the 

XML-RPC communication route, depending on the speed of this dedicated server.  

A faster route still, would be to use a brain-side HTTP communication protocol. 

This option is currently in beta testing, and may soon be available to the Second Life 
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community. This option, as well as the XML-RPC protocol, may still need to use the 

dedicated server setup (Figure 28) for the initial handshake (to pass a unique key/url by 

means of which brain-side computer will be able to send messages to body-side).  

 

 

Figure 28. Second Life setup for models on DHCP or behind a firewall. Simulation shown at bottom has 3 

models exploring a maze with cheese and water. 

One additional issue has to do with asynchronous HTTP calls. A question may arise 

when a cognitive model sends a command to its Second Life ‘body’, and receives 

information back about the state of the world, as to the timing: is the sensory information 

current? The model may require information as to whether its last requested action has 

been registered/performed, and whether the HTTP responses are in order. This is easily 

resolved by sending a timestamp along with the last performed action from the body 

script to the model. 
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8.3 Other Technical Issues 

8.3.1 Memory Issues 

Second Life scripts are relatively restricted in memory (16KB total for Byte-code, Stack, 

Free Memory, and Heap). This may be a serious restriction for collecting data about the 

state of the agent and keeping a copy of the prior state (prior state information may be 

necessary to avoid sending unchanged information to the model, saving both speed and 

bandwidth). This is not an issue when world-state contains only the last taken action plus 

the names of a few surrounding objects, but becomes an issue when collecting all 

possible information (object id, name, description, position, direction, velocity, dimen-

sions, etc.) for a large number of objects. One possible way to alleviate this problem is to 

have secondary scripts, serving as extra memory storage for the primary object script. 

Thus, the body-side Second Life object would have the primary script to collect sensory 

information, and possibly a second script, which would serve strictly as storage for the 

first, with the communication between the two scripts performed via Second Life 

messaging (using llWhisper and llListen functions, with the same non-zero channel 

specified on both ends for private communication).  

8.3.2 Scanning 

Other complications may arise in the way that a model in Second Life may be allowed to 

scan around for nearby objects. The scan is performed as a sphere, rather than a cylinder. 

Due to current limitations of Second Life technology, this may take extremely long for a 

large radius. A smaller radius may be scanned for a simulated sense of smell, but for 

long-distance vision, scanning must be restricted from a sphere to a smaller cone by 

passing a smaller value to the arc parameter of the llSensor or llSensorRepeat function.  

8.3.3 Region Restrictions 

Scripted objects in Second Life are restricted from entering certain regions. If a model-

ing simulation requires travel beyond known open regions, it may be necessary to use an 

avatar (an avatar is a representation of a human user in Second Life, and only exists as 

long as the user is logged on). One simple way to resolve this issue is to attach the object 

interfaced with a cognitive model to an avatar. For example, the neon-blue sphere 
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floating above the avatar’s head in Figure 27 and Figure 29 is an object scripted to 

interact with a cognitive model. For demo purposes the scripted object can be made see-

through, tiny, or made to look like an article of clothing (e.g. a hat).  

 
Figure 29. Controlled simulation in Second Life. 

8.3.4 Speed 

The greatest complication is that the sensation-action protocol can take a relatively long 

time. This, of course, depends on the setup of scanning and HTTP requests. The greater 

bottleneck seems to be the maximum rate of HTTP requests (capped at 25 requests in 20 

seconds). The assumption in the ACT-R cognitive architecture (Anderson & Lebiere, 

1998) is that visual information is used at most 10 times per second (50ms for attention 

shift, and 50ms for attending the information). Thus, it seems that Second Life vision 

may currently be about 10 times slower than what would be desired for real-time cogni-

tive models. This is not a major problem for interacting with static objects or other 

(similarly retarded) models, but it is a problem nonetheless. However, the technical 

support enjoyed by the Second Life community carries the promise of near-future 

solutions for these issues. 
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9. Appendix B: ACT-R GPD model 
 
 
;;;;;;;;;;;;;;;;;;;;;;;;;;;; 
; handle mouse 
(defvar *mouse-pos* (vector 0 0)) 
(defvar *model-clicked* nil) 
(defmethod device-move-cursor-to ((device list) loc) 
  (model-output "Model moved mouse to ~A" loc) 
  (setf *mouse-pos* loc)) 
(defmethod get-mouse-coordinates ((device list)) 
  *mouse-pos*) 
(defmethod device-handle-click ((device list)) 
  (model-output "Model clicked the mouse")) 
 
 
;;;;;;;;;;;;;;;;;;;;;;;;;;;; 
; making actr device 
(defmethod build-vis-locs-for ((device list) vismod) 
  (mapcar 'car device)) 
(defmethod vis-loc-to-obj ((device list) vis-loc) 
  (cdr (assoc vis-loc device))) 
(defmethod cursor-to-vis-loc ((device list)) 
  nil) 
(defun make-vis-loc (x y w h type name &optional id) 
  (declare (ignore id)) 
  (list 'isa 'visual-location 'screen-x x 'screen-y y 'kind type 
                  'value name 'height h 'width w)) 
(defun make-vis-obj (x y w h type name &optional id) 
  (declare (ignore id x y)) 
  (list 'isa type 'value name 'height h 'width w)) 
(defun make-new-display (objs) 
  "Makes and processes display. Takes in a list of display objects,  
        where each display object is a list (x y w h name)." 
  (when (not (listp (car objs))) 
    (setq objs (list objs))) 
  (dolist (x objs) 
    (make-chnk (make-chunk-name-from-term (fifth x)))) 
  (let* ((visual-location-chunks  
          (define-chunks-fct 
           (mapcar #'(lambda (x) (apply 'make-vis-loc x)) 
                   objs))) 
         (visual-object-chunks  
          (define-chunks-fct 
           (mapcar #'(lambda (x) (apply 'make-vis-obj x)) 
                   objs))) 
         (the-device (pairlis visual-location-chunks visual-object-chunks))) 
    (install-device the-device) 
    (proc-display :clear t))) 
 
 
;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;; 
; chunk name conversions 
(defun make-chunk-name-from-term (term) 
  "Create a chunk-name from the term string" 
  (read-from-string (substitute #\+ #\SPACE (format nil "|___~a|" term)))) 
(defun get-term-from-chunk-name (chunk-name) 
  (substitute #\SPACE  #\+ (subseq (format nil "~a" chunk-name) 3))) 
(defun make-chnk (x) 
  (when (not (chunk-p-fct x)) 
    (add-dm-fct (list (list x 'isa 'visvalue 'value x))))) 
(defun make-goal-name-from-term (term) 
  (make-chunk-name-from-term (format nil "goal_~a" term))) 
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(defun make-goal (x) 
  (add-dm-fct (list (list (make-goal-name-from-term x) 
                          'ISA 'goal 
                          'SEEK (make-chunk-name-from-term x) 
                          'TYPE 'btn  
                          'STATE nil  
                          'BESTOPTION nil  
                          'NEWOPTION nil)))) 
(defun set-goal (obj-name) 
  (make-chnk (make-chunk-name-from-term obj-name)) 
  (make-goal obj-name) 
  (goal-focus-fct (make-goal-name-from-term obj-name))) 
 
 
;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;; 
;; episodic memory and sji's 
(defparameter *episodic-learning* 'delta) 
(defparameter *length-episodic-memory* 20) 
(defparameter *episodic-learning-rate* .01) 
(defparameter *episodic-decay* .5) 
(defparameter *episodic-memory* ()) 
(defparameter *episodic-learning-weight-of-selected-option* 0) 
(defparameter *episodic-learning-weight-of-new-option* 0) 
(defun inc-sji (j i &optional (increment 1)) 
  (add-sji-fct (list (list j i (+ (sji-fct j i) increment))))) 
(defun model-learn-episode (chunk-name &key  
                                       (learning-method *episodic-learning*) 
                                       include-js) 
  (when *episodic-learning* 
    (model-output "Adding ~a to episodic buffer..." chunk-name) 
    (push chunk-name *episodic-memory*) 
    (when (> (length *episodic-memory*) 
             *length-episodic-memory*) 
      (setq *episodic-memory*  
            (subseq *episodic-memory* 0 *length-episodic-memory*))) 
    (when (or (not include-js) (find chunk-name include-js)) 
      (let ((activation-of-item-in-episodic-buffer 
             (case learning-method 
               (hebbian 1) 
               (delta   (/ (car (no-output (sgp :mas))) 2))))) 
        (dolist (i (cdr *episodic-memory*)) 
          (when (not (eq chunk-name i)) 
            (inc-sji chunk-name i 
                     (case learning-method 
                       (hebbian (* *episodic-learning-rate*  
                                   activation-of-item-in-episodic-buffer)) 
                       (delta   (* *episodic-learning-rate*  
                                   (- activation-of-item-in-episodic-buffer 
                                      (sji-fct chunk-name i)))) 
                       ))) 
          (setq activation-of-item-in-episodic-buffer  
                (* activation-of-item-in-episodic-buffer *episodic-decay*))) 
        )))) 
(defun model-reset-episodic-memory () 
  (setq *episodic-memory* ())) 
(defun model-init-sji-learning (&key (el 'delta) (elr 1) (eld .5) (ebl 20) 
                                     (elws 0) (elwn 1)) 
  (setq *episodic-learning* el 
        *episodic-learning-rate* elr 
        *episodic-decay* eld 
        *length-episodic-memory* ebl 
        *episodic-learning-weight-of-selected-option* elws 
        *episodic-learning-weight-of-new-option* elwn) 
  (model-reset-episodic-memory) 
  ) 
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(defun print-sjis (&key filepath (include-types '(visvalue)) 
                        include-js include-is) 
  "Print or save existing sji's" 
  (let* ((os t) 
         (chnks) 
         (sji)) 
    (setq chnks 
          (remove-if-not #'(lambda (x) 
                             (find t (mapcar 
                                      #'(lambda (type) 
                                          (eq (chunk-chunk-type-fct x) type)) 
                                      include-types))) 
                         (no-output (dm)))) 
    (when filepath 
      (setq os (open filepath 
                     :direction :output :if-exists :overwrite 
                     :if-does-not-exist :create))) 
    (dolist (cj (if include-js (remove-if-not 
                                #'(lambda (x) (find x include-js)) 
                                chnks) chnks)) 
      (dolist (ci (if include-is (remove-if-not 
                                  #'(lambda (x) (find x include-is)) 
                                  chnks) chnks)) 
        (when (not (eq cj ci)) 
          (when (> (setq sji (sji-fct cj ci)) 0) 
            (format os "~a ~a ~a~%" cj ci sji))))) 
    (when filepath 
      (close os)))) 
(defun read-sjis-from-file (filepath) 
  "Load sji's from file" 
  (ignore-errors 
    (with-open-file (filein filepath :direction :input) 
      (do ((l (read-line filein) (read-line filein nil 'eof))) 
          ((eq l 'eof) "Reached end of file.") 
        (setq l (read-from-string (format nil "(~a)" l))) 
        (make-chnk (first l)) 
        (make-chnk (second l)) 
        (add-sji-fct (list (list (first l) (second l) (third l)))))) 
    t)) 
 
 
 
;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;; 
;; the rest of the act-r model 
(defun init-model (&key (ans nil)   ;add noise to chunk activation 
                        (mas 100)   ;maximum act-r chunk activation 
                        (el 'delta) ;episodic learning type 
                        (elr .1)    ;episodic learning rate 
                        (eld .5)    ;decay rate in episodic buffer 
                        (ebl 20)    ;episodic buffer length 
                        (elwn 1)    ;learning weight of each attended option 
                        (elws 2)    ;learning weight of selected option 
                        (on-clicked-goal 'nothing) ;model behavior upon goal 
                        (v nil) (act nil)) ;act-r trace log 
  (clear-all) 
  (model-init-sji-learning :el el :elr elr :eld eld :ebl ebl 
                           :elwn elwn :elws elws) 
  (define-model mymodel) 
  (sgp-fct  
   (list :VISUAL-NUM-FINSTS 999      ;remember which buttons have been attended 
         :VISUAL-FINST-SPAN 1000.0 
         :esc t                      ;enable subsymbolic activation 
         :ans ans                    ;add noise to chunk activation 
         :mas mas                    ;maximum activation  
         :v v                        ;logging 
         :act act 
         :trace-detail 'low 
         )) 
 
  (start-hand-at-mouse) 
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  (chunk-type (btn-feature (:include visual-location))) 
  (chunk-type (btn (:include visual-object))) 
  (chunk-type visvalue value) 
  (chunk-type goal seek type state bestoption newoption) 
   
 
  ;;;; Interactive routines for all objects 
  (p do-all-see 
     =visual-location> 
     isa visual-location 
     ?visual> 
     state  free 
     buffer empty 
     ==> 
     =visual-location> 
     +visual> 
     isa move-attention 
     screen-pos =visual-location 
     ) 
   
   
  ;;;; Interactive routines for BTN objects 
  ;;;; Look through buttons 
  (p compare-btn-look4unattended 
     =goal> 
     isa    goal 
     type   btn 
     state  nil 
     newoption nil 
     ?visual-location> 
     state  free 
     buffer empty 
     ?visual> 
     state  free 
     buffer empty 
     ==> 
     +visual-location> 
     isa      visual-location 
     kind     btn 
     :attended nil 
     =goal> 
     ) 
  (p compare-btn-attend 
     =goal> 
     isa  goal 
     type btn 
     state nil 
     newoption nil 
     =visual> 
     isa   btn 
     value =newoption 
     =visual-location> 
     isa visual-location 
     ?manual> 
     state  free 
     ==> 
     =goal> 
     state compareoptions 
     newoption =newoption 
     -visual> 
     ) 
  (p compare-btn-done 
     =goal> 
     isa goal 
     type btn 
     state nil 
     - bestoption nil 
     ?visual-location> 
     state error 
     ==> 
     =goal> 
     state do 
     ) 
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  ;;;; Interactive routines for BTN objects 
  ;;;; Click a button 
  (p do-btn-look 
     =goal> 
     isa goal 
     type btn 
     state do 
     bestoption =best 
     ?visual-location> 
     state  free 
     buffer empty 
     ?visual> 
     state  free 
     buffer empty 
     ==> 
     +visual-location> 
     isa visual-location 
     kind  btn 
     value =best 
     =goal> 
     ) 
  (p do-btn-attend 
     =goal> 
     isa  goal 
     type btn 
     state do 
     bestoption =best 
     =visual> 
     isa   btn 
     value =best 
     =visual-location> 
     isa visual-location 
     ?manual> 
     state  free 
     ==> 
     =goal> 
     state clicking 
     =visual> 
     =visual-location> 
     +manual> 
     isa move-cursor        
     loc =visual-location 
     ) 
  (p do-btn-click 
     =goal> 
     isa goal 
     type btn 
     bestoption =best 
     state clicking 
     =visual> 
     isa btn 
     value =best 
     =visual-location> 
     isa visual-location 
     ?manual> 
     state  free 
     ==> 
     =goal> 
     state actedonchoice 
     +manual> 
     isa click-mouse 
     !eval! (setq *model-clicked* (get-term-from-chunk-name =best)) 
     ) 
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  ;;;; Check if the goal if found 
  (p compare-checkifgoalnew 
     =goal> 
     isa goal 
     state compareoptions 
     seek =seek 
     newoption =seek 
     ==> 
     =goal> 
     state do 
     bestoption =seek 
     newoption nil 
     ) 
  (p compare-checkifgoalbest 
     =goal> 
     isa goal 
     state compareoptions 
     seek =seek 
     bestoption =seek 
     ==> 
     =goal> 
     state do 
     bestoption =seek 
     newoption nil 
     ) 
  ;;;; Choose best option (GPD) 
  (p compare-ifnotgoal 
     =goal> 
     isa goal 
     state compareoptions 
     seek =seek 
     - newoption =seek 
     newoption =newoption 
     ?retrieval> 
     state free 
     buffer empty 
     ==> 
     +retrieval> 
     isa visvalue 
     - value =seek 
     =goal> 
     !eval! (dotimes (x *episodic-learning-weight-of-new-option*) 
              (model-learn-episode =newoption)) 
     ) 
  (p compare-setbest 
     =goal> 
     isa goal 
     state compareoptions 
     seek =seek 
     - newoption =seek 
     =retrieval> 
     isa visvalue 
     value =value 
     ==> 
     =goal> 
     state nil 
     bestoption  =value 
     newoption nil 
     !eval! (model-output "~a chosen" =value) 
     ) 
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  ;;;; Action taken 
  (p do-all-actiontaken 
     =goal> 
     isa goal 
     state actedonchoice 
     - seek =best 
     bestoption =best 
     ==> 
     =goal> 
     state nil 
     bestoption nil 
     !eval! (dotimes (x *episodic-learning-weight-of-selected-option*) 
              (model-learn-episode =best)) 
     ) 
  (case (if on-clicked-goal on-clicked-goal 'nothing) 
    ;;on-clicked-goal allows control of model behavior when goal is reached, 
    ;; allowing the goal buffer to be cleared upon reaching the goal, or not, 
    ;; allowing the episodic memory buffer to be cleared, or not, 
    ;; and allowing the model to ignore that the goal was reached 
    ;; (useful for model tracing). 
    (clear 
     (p do-all-foundgoal 
        =goal> 
        isa goal 
        state actedonchoice 
        seek =seek 
        bestoption =seek 
        ==> 
        -goal> 
        !eval! (dotimes (x *episodic-learning-weight-of-selected-option*) 
                                  (model-learn-episode =seek)))) 
    (clear-and-reset 
     (p do-all-foundgoal 
        =goal> 
        isa goal 
        state actedonchoice 
        seek =seek 
        bestoption =seek 
        ==> 
        -goal> 
        !eval! (progn 
                 (dotimes (x *episodic-learning-weight-of-selected-option*) 
                   (model-learn-episode =seek)) 
                 (model-reset-episodic-memory)))) 
    (reset 
     (p do-all-foundgoal 
        =goal> 
        isa goal 
        state actedonchoice 
        seek =seek 
        bestoption =seek 
        ==> 
        =goal> 
        state nil 
        bestoption nil 
        !eval! (progn 
                 (dotimes (x *episodic-learning-weight-of-selected-option*) 
                   (model-learn-episode =seek)) 
                 (model-reset-episodic-memory)))) 
    (nothing  
     (p do-all-foundgoal 
        =goal> 
        isa goal 
        state actedonchoice 
        seek =seek 
        bestoption =seek 
        ==> 
        =goal> 
        state nil 
        bestoption nil 
        !eval! (dotimes (x *episodic-learning-weight-of-selected-option*) 
                                  (model-learn-episode =seek)))))) 
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10.  Appendix C: Second Life Agent Script 

The following LSL code includes functionality to perform a handshake via a dedicated 

server (see Appendix A, Section 8.2, Figure 28), receive commands from a cognitive 

model via the Second Life XML-RPC protocol, and send back to the model the list of 

nearby objects.  

 
string myname; 
key remoteChannel; 
vector mydims; 
integer scanDistanceMin = 2; 
integer scanDistanceNow = 2; 
integer scanObjectsMin = 7; 
list keysInVisicon=[]; 
 
 
init() { 
 myname=llGetObjectName(); 
 mydims=llList2Vector(llGetBoundingBox(llGetKey()),1); 
 llOpenRemoteDataChannel(); // create an XML-RPC channel 
} 
 
sense(){ 
 llSensor("","", (PASSIVE | ACTIVE), scanDistanceNow, PI); 
} 
 
perceive(string data){ 
 llRemoteDataReply(remoteChannel,NULL_KEY,data,1); 
} 
 
moveto(key obj){ 
 vector objbox=llList2Vector(llGetBoundingBox(obj),1); 
 vector objpos=llList2Vector(llGetObjectDetails(obj,[OBJECT_POS]),0); 
 vector mypos=llGetPos(); 
 if(objpos.x!=mypos.x) 
  objpos.x=objpos.x- 
   1.5*(objbox.x+mydims.y)*llFabs(objpos.x-mypos.x)/(objpos.x-
mypos.x); 
 if(objpos.y!=mypos.y) 
  objpos.y=objpos.y- 
   1.5*(objbox.y+mydims.y)*llFabs(objpos.y-mypos.y)/(objpos.y-
mypos.y); 
 objpos.z=mypos.z; 
 if(objpos!=mypos){ 
  llLookAt(objpos, 3.0, 1.0); 
  llSetPrimitiveParams([PRIM_POSITION, objpos] ); 
 } 
} 
 
 
processAction(string body){ 
 list command = llParseString2List(body,[" "],[]); 
 if (llList2String(command, 0)){ 
  if (llList2String(command, 0)=="M"){ 
   moveto(llList2String(keysInVisicon, 
    (integer)llList2String(command, 1))); 
  } 
 } 
} 
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default { 
 state_entry() { 
  init(); 
 } 
 state_exit() { 
  return; 
 } 
 on_rez(integer param) { 
  llResetScript();   
 } 
 remote_data(integer type, key channel, key message_id, string sender, 
    integer ival, string sval) { 
  if (type == REMOTE_DATA_CHANNEL) { // channel created 
   remoteChannel = channel; 
   llHTTPRequest( 
 "http://cwl-projects.cogsci.rpi.edu/cgi-bin/agentproxy/body-pa.cgi?aid="+ 
     myname+"&data=" + (string)channel, 
     [], ""); 
   llOwnerSay("Ready to receive requests on channel \"" + 
     (string)channel + "\""); 
   state receiving; // start handling requests 
  } else { 
   llSay(DEBUG_CHANNEL,"Unexpected event type");  
  }         
 } 
}         
  
  
state receiving { 
 state_entry() { 
  llListen(0, "", llGetOwner(), ""); 
  llOwnerSay("Ready to receive information from outside SL"); 
 }   
 state_exit() { 
  llOwnerSay("No longer receiving information from outside SL."); 
  llCloseRemoteDataChannel(remoteChannel); 
 } 
 on_rez(integer param) { 
  llResetScript(); 
 } 
 http_response(key request_id, integer status, list metadata, string body) 
 { 
  llOwnerSay("Channel ID sent to proxy."); 
  return; 
 } 
 remote_data(integer type, key channel, key message_id, string sender, 

integer ival, string sval) { 
  if (type == REMOTE_DATA_REQUEST) { // handle requests sent to us 
   processAction(sval); 
   sense(); 
  } 
 } 
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 /////////////////////////////////////////////////////////////////////// 
 // Sensation Module 
 sensor (integer numberDetected) 
 { 
  if (numberDetected<scanObjectsMin) { 
   scanDistanceNow+=scanDistanceMin; 
   sense(); 
  } else { 
   keysInVisicon=[]; 
   string visicon=""; 
   integer i = -1; 
   while(numberDetected > ++i) 
   { 
    if ( (llDetectedOwner(i) == llGetOwner()) && 
      (llStringLength(visicon)+ 
       llStringLength(llDetectedName(i))+1)<255){ 
     if (i>0) visicon += "|"; 
     keysInVisicon+=[(string)llDetectedKey(i)]; 
     visicon+=llDetectedName(i); 
    } 
   } 
   scanDistanceNow=scanDistanceMin; 
   perceive(visicon); 
  } 
 } 
 no_sensor (){ 
  scanDistanceNow+=scanDistanceMin; 
  sense(); 
 } 
 //   * * * 
 /////////////////////////////////////////////////////////////////////// 
 
 listen( integer channel, string name, key id, string message ) 
 { 
  if (message ==   (myname+" come")){ 
   llOwnerSay("coming..."); 
   moveto(llGetOwner()); 
  } else if (message ==  (myname+" reset")){ 
   llResetScript();   
  } else if (message == "mem") { 
   llOwnerSay("Free memory: "+(string)llGetFreeMemory() ); 
  } 
 } 
} 
 


