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Is a book published in 1989 that consists of papers originally published in the mid-80’s (or earlier) worth reading in 1993? The answer to this question is a qualified “yes.” The papers are organized into five sections: Early Work; Transfer; Learning Programming Concepts; Difficulties, Misconceptions, and Bugs; and Designing Programming Environments. This organization is more than a little misleading. The papers really fall into two major divisions: Does Programming Teach Thinking? (the first two sections) versus The Psychology of Programming (the last three sections).
Does Programming Teach Thinking?
The Does Programming Teach Thinking? division breaks into two subsections; assertions that learning programming teaches thinking (entitled by the editors: Early Work) and evaluations of what cognitive skills transfer from programming to other domains (the Transfer section). Missing is a section on how to teach programming to encourage transfer. The boldest assertions about programming and thinking are made in the two oldest papers, both originally published in 1972, Papert & Solomon, Twenty things to do with a computer, and Papert, Teaching children thinking. As the title suggest, the first of these papers lists twenty things that children can do with a computer. With the right teacher, even the Nintendo™ generation would find these activities interesting and fun. Unfortunately, not only is the educational value of these 20 things not obvious, it is also not discussed in this paper.
Teaching children thinking is inspiring and motivating. A lot of the points which Papert made here in 1972 are still being asserted under the banner of the educational restructuring movement (Collins, 1992). Papert is best when railing against the passive view of the child as recipient of knowledge (the empty vessel view) versus the child as an active learning agent (the constructivist or learning by doing view). He also makes some nice points (likewise embraced by the restructuring movement) against the short term “problem” focus of many classroom activities in favor of “projects” that extend for days, weeks, or months and in which the student can become actively committed. (For a modern update on the success of such approaches see Collins, Hawkins, & Carver, 1991.) Learning-by-doing per se is no longer controversial. Anzai and Simon (1979) showed conclusively that people can learn problem solving strategies by doing. But while learning by doing has been vindicated, Papert’s “how” and “what” have not. Papert’s “how” or “what children should do to learn” is very close to undirected discovery learning while his “what” or “what they are learning” is general thinking or problem solving skills.
As mentioned above, this division lacks a section on “teaching programming to encourage transfer” or “how to learn by doing.” This omission is a pity as by the mid-80’s there were papers that suggested that very directed forms of learning-by-doing produced spectacular results (see for example, Anderson, Boyle, & Reiser, 1985 or Carver & Risinger, 1987). In contrast, the “what they are learning” part of Papert’s assertions is discussed by the four papers in the section on Transfer.
The first paper in the Transfer section, Teaching mathematics through programming, is by Howe, et al. While it contains some very interesting ideas for learning to program to learn mathematics and describes a proposed study, it contains no data. Was the study ever conducted? If so, how well did these ideas work? Given that the original was published in 1982 it is curious that seven years later Soloway and Spohrer decided to include such a paper in their collection.
The second paper is more meaty. Linn and Dalbey ask what factors in pre-college programming instruction influence how well high school students learn to program (does instruction in programming transfer/translate to programming skill?). The first part of the paper contains a discussion of the chain of cognitive consequences of programming. This discussion is important. If programming does teach higher problem solving skills it is important that we know what they are and how they are evidenced. The second part looks at six different middle school programming courses and tries to tease out factors which differentially influence student acquisition of the cognitive factors discussed in the first part. Because the results are too detailed to discuss at length, we will limit ourselves to one finding. When access to computers (both in school and outside of school) is considered as a factor, generally the greater the access the better the results (ranging from 10% to 25% on the tests the authors’ developed). While this holds true for the four schools which by the authors’ classification provide “typical” instruction it does not hold for the two schools that provide “exemplary” instruction. Exemplary instruction is defined as focusing on design skills rather than syntax and semantics. Students in the two exemplary schools do better than the students in any of the four typical schools and do not vary among themselves because of “access.” In all this is an interesting and important chapter that we recommend reading.
Kurland, Pea, Clement, and Mawby set out to answer three questions: (1) Do two years of High School programming instruction result in better reasoning and math skills? (2) Do certain math and reasoning skills predict success in programming courses? (3) After two years of programming instruction, what do students know about programming. For those who cannot wait to read the paper themselves, the answers are no, yes, and little.
Things that we do not like about this article primarily center on the ill-defined (and jargon ridden) categories used in their cognitive task analysis and the non-analytic definition of “near” and “far” transfer that seems to be based upon surface similarities. For example, when describing the algorithm design and analysis task they used as part of their pre/post instruction battery of assessment they state that this task “closely” resembled a programming task. The impression we gained is that “closely” is an intuitive rather than an analytic judgment. (Those readers who are not convinced of the extreme specificity of transfer may consider this a picky point.)
Despite the above, this is an important article. Kurland et al., provide solid and convincing evidence that High School programming courses do not teach programming or computer science. Naturally enough, since although programming is “taught” it is not “learned,” they find no evidence for transfer of “thinking” skills from programming to other domains. We find their conclusions very disturbing. What makes programming so hard for high school students to learn? Is it how it is being taught or something about programming per se? Parts of these issues are addressed by papers in the following three sections.
In the last paper in this section, Mayer, Dyck, and Vilberg ask three questions similar to Kurland et al.’s: Does learning to program affect general thinking skills, do certain thinking skills aid learning to program, and does pretraining on certain thinking skills enhance learning to program? They conclude that learning to program can affect skills “directly related to the language to be learned” but can find no evidence for a general enhancement of intellectual ability.
For the second question, they find evidence that skills that they call “problem representation” and “procedure comprehension” do predict students’ ability to learn BASIC programming. Likewise, for the third question they find that pretraining in “procedure comprehension skills” transfer to learning BASIC.
Our main objection to Mayer et al., is the same as to Kurland et al.; namely, the non-analytic nature of their cognitive task analysis of programming and the fuzzy relationship between their non-programming tests of cognitive abilities and various programming constructs.
The Psychology of Programming.
Sections 3, 4, and 5 focus on programming per se and generally present research on how and what novices learn, what they have problems with, and ways that languages, notations, or whatever could better support novices.
Mayer’s the Psychology of How Novices Learn Computer Programming is an experimental psychology approach to studying the psychology of programming. For example, in an experiment to determine whether having a “concrete model” of how the language works assists novices in learning programming concepts, subjects are given a manual to read for 20 minutes (one version teaches a concrete model the other does not) and then have to solve six problems. The study shows a small, but significant, effect in the expected direction.
The presentation of an effect without additional observational data weakens the argument. The “model” has some effect on performance but it is not clear what or why. We would like to see some evidence that novices are using the model in solving the test problems. Actually, we would like any direct evidence that the subjects have acquired a “concrete model” as opposed to additional useful, but isolated, facts. The small effects obtained would be found if the model contains pre-requisite knowledge which is needed to acquire some of the concepts from the manual. In any event, there is no evidence that these effects would persist over more than the 20 minutes provided here for subjects to read the manual. Would such a model influence the outcome of an entire course or just the first 20 minutes of the course?
Samurçay’s paper, The Concept of Variable in Programming: Its Meaning and Use in Problem-Solving by Novice Programmers, is both interesting and useful. He presents a good analysis of the various roles which variables can play and the novice’s problems with them. On the whole, the rational analysis and data are nice but his conclusions are somewhat ahead of his data. We regard this as an interesting and important exploratory study on the problems that novices have with variables. Interestingly enough, since 1985 (when the article was originally published) there seem to be only a few papers that have followed this up. As things stand, Samurçay’s observations could provide insights for instructors and textbook writers but have not been firmly connected to cognitive theory.
Hoc’s paper, Do We Really Have Conditional Statements in Our Brains? is cleverly conceived but poorly presented. It represents a tradition that is surprisingly small; namely, studies of how naive subjects (that is, those with no programming experience) use programming concepts when the task demands it. Two groups of subjects were told that the task was an accounting task that required subtracting the items sold in “today’s” transactions from the inventory records of those items. This cover story was designed to induce a particular interpretation, or mental model, of the task. One very minor difference in procedures was used to create two groups. For one group, transition processing was neatly embedded within item processing which was in turn neatly embedded within file processing. Hence the procedures that the subjects used were compatible with the goal structure of the task. For other group transition processing had to be occasionally suspended while item processing occurred. Here the procedures required were incompatible with the goal structures.
While we believe that this is an important article, we only came to this conclusion after a second very careful reading. The key diagram for the “transition types” is best described as impenetrable. A clear example of the two tasks would have helped (on second reading we built a pseudo code representation of the task, it was only then that we understood what was happening and why the article was important). On the whole, while we concur with the editors that this paper is important, we believe that it either should have been rewritten or better introduced for this volume (more on the editors’ role below).
The Soloway, Bonar, and Ehrlich paper is a clearly written, nicely done piece of work. They start with the observation that novice Pascal students have problems with the process/read structure of Pascal loops. For each loop in the process/read structure, an item n is processed then an item n+1 is read. Students, they claim, seem to want a read/process structure in which item n is first read and then processed in the same loop. They create a new Pascal construct that supports such read/process loops. The six group study consists of read/process Pascal versus normal Pascal used by groups of novice, intermediate, or advanced Pascal students. Students first wrote a plan and then code.
The data suggest that the read/process construct is favored by all students, even those in the regular Pascal condition (though less so for the advanced students). Comparing plans with the code showed that read/process plans are more often correctly implemented by students in the read/process Pascal conditions and process/read plans are more often correctly implemented by students in the normal Pascal condition.  Finally, irrespective of preference students write correct programs more often when using the strategy facilitated by the language.
The findings are interpreted in terms of preferred cognitive strategies, the facilitative effects of being able to exit from the middle of a loop, and “cognitive demands.” Such interpretations are disappointingly shallow. We found ourselves comparing the pseudo-code we wrote for Hoc’s study with the two Pascal constructs used here. Interestingly enough, Hoc’s compatible condition uses a read/process loop while his incompatible condition uses a process/read loop. It seems to us to be much more revealing (and closer to the data) to talk about the compatibility of the procedures with the students’ goal structures then it does to posit a natural affinity for read/process loops.
Kahney presents a short, simple, interesting study that investigates novices’ mental models of recursion. After a week of training on the SOLO language his students were presented with a programming problem, asked to pick all, any, or none of three coded solutions, and asked to write comments on the three. He teases the data to find evidence for many different types of mental models. About a quarter of his students had some understanding (could identify and mentally simulate the behavior) of recursion. Others adopt a looping (iterative) model of recursion which, in many cases, predicts the same outcome as the recursive model. Many other types of full or partial models are noted, including one that Kahney refers to as the “magic” model.
The topic of recursion continues in Kessler’s and Anderson’s study where they examine transfer from learning iteration to learning recursion or vice versa. This is a well-done study with many interesting points that has important theoretical and pedagogical implications.
The methodology used in this study is noteworthy as well. The paper presents data from two experimental studies and a third protocol study. The experimental studies yield some very intriguing results whose interpretation is somewhat ambiguous. The results of the protocol study were used to determine the cognitive processes in which the subjects in the experimental studies engaged and to provide evidence and support for a particular theoretical interpretation of the experimental results.
Kessler and Anderson found positive transfer from iteration to recursion but no transfer the other way. The data suggest that the iteration-recursion groups extracted a general notion of control in the iteration phase which they were able to apply to the recursion phase. In contrast, the recursion-iteration groups got through the recursion part (each part was to a fixed criteria and represented a form of mastery learning) by mapping the surface features of the examples to the current problem. The authors report that subjects took the example “and tried to match it line-by-line to the problem specification.” It is important to note, that neither group acquired a correct model of recursion. Indeed, consistent with Kahney’s findings, the students acquired a concept of recursion as a looping construct. The authors recommend that students with no prior programming experience be taught iteration before recursion since by learning iteration they acquire a concept of flow of control that can be applied to learn recursion.
The last article in the section on Learning Programming Concepts is a drastic change in pace from the preceding six. Rather than a close study of problems that novices have in acquiring a particular programming concept (such as variables, conditional, recursion, or iteration) Perkins, et al present a broad brush discussion of the metacognitive learning strategies that influence student success in programming. While this is a well-written paper, it seems out of place in this section.
Perkins et al., identify four metacognitive strategies. The first, stoppers versus movers versus extreme movers, contrast those students who stop as soon as they hit a snag with those who, when one idea fails, immediately try another. Extreme movers apparent just thrash, trying ideas which “with a moment’s reflection, clearly will not work.”
The second strategy, close tracking, appears to be nothing more or less than what Steier and Kant (1985) refer to as symbolic execution or test-case execution. While close tracking is a good strategy for finding problems, many students do not use it, and when they do they often ignore contradictions between what they intend the code to do versus what it actually does. A similar effect has been observed in reading comprehension (Otero & Kintsch, 1992). The last two strategies discussed are “tinkering” and “breaking problems down.”
Perkins et al., advocate teaching these metacognitive strategies as a way of generally facilitating the acquisition of programming skill. They contrast this approach with what they call the “expertise” approach of Soloway and Anderson. Their discussion reflects the basic Papertesque hope that when properly taught, students will learn cognitive skills from programming that will transfer to other domains. While the goal is worthy, the authors present no evidence that such skills can be generally taught or that the time spent teaching such skills in the context of a particular domain is a better use of time than the more direct approach of teaching the domain.
The first two papers of the section on Difficulties, Misconceptions, and Bugs make a nice pair. They both present well-written overviews of the problems that novices have in learning to program. In contrast to Perkins et al., they focus on problems with programming constructs rather than failings of metacognitive processes. While neither Du Boulay nor Putnam et al., present quantitative data, both papers are well-written and worth the read. We recommend them to anybody interested in teaching programming or to anyone interested in the psychology of programming.
The topic of recursion recurs in Kurland and Pea’s paper (why were not all the recursion papers put together?). This well-conducted study finds that after a year of LOGO programming, children view recursion as a type of looping. This finding supports those of Kahney as well as Kessler and Anderson and extends the findings from college students with less than a week of programming experience to children with more than a year of programming.
Part of their methodology was to have children “hand simulate” LOGO code. Kurland and Pea observed that in these simulations children often assigned “intentionality to program code.” So that, for example, they would encounter an IF statement and before they read the rest of the code would conclude that “this makes it draw a square” p. 319. This is an excellent example of what Perkins et al., call the failure of close tracking. It also fits in nicely with Putnam et al.’s observation that when students were asked to trace programs they would often infer “the function of a program from a few statements” (p. 312) and ignore or misinterpret statements that did not fit their initial impressions. The fact that such failures of tracing, close tracking, trial execution, or whatever are so wide spread seems to have gone unnoticed by the authors of the individual papers (neither of whom cites any other work on this score, possibly because of the difference in terminology). It is a contribution of this volume that by pulling together papers from many different sources, findings which appear as minor asides in any individual paper begin to appear as persistent, but relatively unresearched, problems in the psychology of programming.
Bonar and Soloway examine how “preprogramming” knowledge can interfere with the novice’s acquisition and use of programming concepts. Many of the novice bugs that they identify begin to appear as a type of negative transfer from natural language or naive models of how a procedure works. All in all, this is an excellent and meaty chapter. The study is well conducted. The analysis is theory-driven and not simply an enumeration of all the error categories for which the experimenters happened to look.
Our favorite paper in this volume is the Spohrer, Soloway, and Pope paper on A Goal/Plan Analysis of Buggy Pascal Programs. This well-written paper reads as fresh today as it did when we first read it in 1986. It provides a brilliant, theory-driven analysis of novice programs which yields a descriptive theory of buggy novice programs and a bug categorization scheme based upon this theory. We view both this paper and Kessler and Anderson’s as paradigms for how research in the psychology of programming should be done and of the insights to be gained when it is done well. Yes, you should read it.
Unfortunately, we do not have the same enthusiasm for the next paper, a review and summary of much of Soloway’s research from this period. As such it is as well-written as any of the other three included in this volume but provides fewer details and more high level descriptions. Having just read the other three, we found this paper to add very little. Indeed, if you have time to read just one of the four papers from Soloway’s mid-80’s research lab, do not read this one, read Spohrer, Soloway, and Pope.
The four papers in the Designing Programming Environments section propose new languages or environments which will enable programmers to avoid the bugs and difficulties found in many of the preceding papers. Cunniff, Taylor, and Black present a small but cleverly conceived article that compares the errors novices make using a visual programming language, FPL, with errors collected and tabulated by Soloway’s group on the same programs in Pascal. The interesting findings are that entire categories of bugs are absent in FPL programs. While we cannot conclude that FPL is a better language than Pascal (nor do the authors try to draw this conclusion) we can conclude that the errors novices make are sensitive to the notation, form, and format of the language.
Du Boulay, O’Shea, and Monk point out that “one of the difficulties of teaching a novice how to program is to describe, at the right level of detail, the machine he is learning to control” p.431. They advocate teaching the novice about the “notional machine,” that is, the conceptual computer whose properties are implied by the constructs in the programming language employed. The properties of the notional machine are language not hardware dependent. Hence the novice learning LISP will be learning how to work a different notional machine than the novice learning PROLOG.
The case for the notional machine is nicely argued and we can recommend reading the paper for this important concept. Unfortunately, the paper has several weaknesses. First, they provide no evidence that novices can be taught the notional machine or that being taught aids novices in any way. (The only evidence they cite is the Mayer paper which we discussed earlier.) Second, the three systems that they describe as incorporating notional machines are obsolete by today’s standards. Third, as much as we were convinced that the notional machine is an important concept, we found their discussion rather vague. Neither the Mayer paper nor this one seem to fully develop the concept.
On the other hand, Eisenstadt and Brayshaw reify the concept of notional machine in a notation they invented for PROLOG. As none of the reviewers are PROLOG programmers, we all found this article tough sledding with two of the three reviewers falling off. However, the third reviewer found that just as he began to despair of finding understanding in the PROLOG code, the “notional machine” the authors describe pulled him onto the sled. So, one of the reviewers (at least) takes this experience as a tribute to the power of the notional machine concept. Indeed, out of all the articles included in this volume this is the one for which we are most interested in obtaining an update. (As we were responding to the editor’s comments on this review, our copy of Eisenstadt, Keane, & Rajan, 1992, that we ordered prior to its publication finally arrived. It appears that at least one chapter of this book on novice programming environments, addresses the PROLOG notional machine.)
The last article, by diSessa and Abelson, was a surprise and delight for a number of personal and professional reasons. Having recently organized a workshop on End-User Programming Languages (Gray, Spohrer, & Green, in press) it was a surprise to be reminded that diSessa has been worrying about similar issues for almost a decade. It was a delight to rediscover Boxer, the system that can be said to have made the notional machine its programming language. This is an interesting article that we recommend reading.
Conclusions.
We liked this book. As with any such collection, we liked some of the papers more than others and believe that some which were not included should have been. These complaints should not obscure the simple fact that the editors have put together an interesting collection of papers on Studying the Novice Programmer.
What would we have had them do differently? For starters the editors could have provide better “wrappers” for the papers. There is no overall introduction and each section is preceded by a scant two pages of introduction. In a collection such as this the editors should have provided more explanation to the reader for why each paper was selected, how it relates to the other papers in its section and in the book, what work preceded it, and what work has occurred since.
Secondly, we believe the book tries to do too much. We argued above that rather than five major topics there are really two: Does Programming Teach Thinking? (the first two sections) and The Psychology of Programming (the last three sections). There are enough important papers in each of these topics to justify a book by itself. Likewise, each topic is likely to appeal primarily to a different audience.
Thirdly, there are too many papers from 1985 and 1986. Viewed from 1993 this seems a bit provincial. The editors were seemingly overcome by a recency effect. Now that the retention interval has been lengthened by four years, we find serious omissions in researchers whose work should have been included (especially from the UK and especially from the psychology of programming perspective) and papers from before the mid-80’s.
All in all this series of complaints should not overweigh the sentence with which we began this section. The last three decades have seen many studies of novice programmers. Much of this was good work, much of this was published in very specialized journals or books, much of it is relevant today, and much of it is generally overlooked or ignored. The Soloway & Spohrer volume represents an interesting if eclectic sampling of this work with a strong mid-80’s bias. There is ample room for topically more focus and temporally broader collections of papers from this important area. Any takers?
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